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Goal

We study value function learning under function approximation.

Several loss functions to learn the value function

Batch (Offline) RL

Online RL
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Learning Objectives

You need to

Remember: What value function approximation is; Approximate
Value Iteration; Bellman Error; Projected Bellman Error; LSTD;
Fitted Value Iteration; TD Learning with VFA

Understand: How to define population loss functions for value
function learning; How to estimate those losses using samples; Online
methods

Apply: Learning algorithms to estimate value functions
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Motivation and Function Approximation

Motivation

In many real-world problems, the state-action space X ×A is so large that
we cannot represent quantities such as the value function or policy
exactly.

X ⊂ Rd with d ≥ 1. Exact representation of an arbitrary function on
Rd, or even on R, on a computer is infeasible.

X is finite, but very large (millions or billions).

We need to approximate those functions using a representation that is
feasible to manipulate on a computer. This is called function
approximation (FA).
Function approximation is important for generalization too.
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Motivation and Function Approximation

Function Approximation in RL

Function approximation is used and studied in many fields: approximation
theory, ML/Statistics.
In RL, it shows up in different ways:

Value function approximation: V̂ π ≈ V π or V̂ ∗ ≈ V ∗

Policy approximation: π̂∗ ≈ π∗.

Model approximation: P̂ ≈ P and r̂ ≈ r.

These function approximators should be easily represented on a computer.

This lecture: Value function approximation.

Next lecture: Policy approximation
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Motivation and Function Approximation

Linear Function Approximation

We may use a linear function approximator defined based on a set of basis
functions (or features), i.e.,

V̂ (x) = ϕ(x)⊤w =

p∑
i=1

ϕi(x)wi,

with w ∈ Rp and ϕ : X → Rp.
Any V̂ belongs to the space of functions F

F =
{
x 7→ ϕ(x)⊤w : w ∈ Rp

}
. (1)

The function space F is called the value function space. In this example,
it is a span of a set of features. We simply call it a linear function space.

Remark

The linearity is in the parameters w and not in the state x. For example,
the function V̂ (x) = sin(2πx)w1 + cos(2πx)w2 is a linear function in
weights, but V̂ (x) = xw1w2 is not linear function in the weights.
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Motivation and Function Approximation

Piecewise Constant Approximation
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Assume that the domain is [−b,+b], we can define ϕi (for
i = 0, 1, . . . , ⌈2bε − 1⌉) as

ϕi(x) = I{x ∈ [−b+ iε,−b+ (i+ 1)ε)}.
Any function V can be approximated by a V̂ (x) = V̂ (x;w) = ϕ(x)⊤w

with w ∈ R⌈ 2b
ε
⌉. So it is a linear function approximator. Denote such a

function space by Fε.
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Motivation and Function Approximation

Piecewise Constant Approximation

<latexit sha1_base64="kDLa9i5+Z2dkOrxB/KQ3BJAY28A=">AAACQHicdVBLS8NAGNzUV62vVo9egkXxVBIR9FjsxWMF+4AmlM1m0yzdR9jdCCX0L3jV3+O/8B94E6+e3KQ52JYOfDDMfAPDBAklSjvOp1XZ2t7Z3avu1w4Oj45P6o3TvhKpRLiHBBVyGECFKeG4p4mmeJhIDFlA8SCYdnJ/8IKlIoI/61mCfQYnnEQEQZ1LHk7UuN50Wk4Be524JWmCEt1xw7ryQoFShrlGFCo1cp1E+xmUmiCK5zUvVTiBaAoneGQohwwrPyvKzu1Lo4R2JKQ5ru1C/Z/IIFNqxgLzyaCO1aqXi5s8HbP5skYnQhIjE7TBWGmro3s/IzxJNeZoUTZKqa2Fna9nh0RipOnMEIhMniAbxVBCpM3GNa8IZh3BGOShmptl3dUd10n/puU6Lffpttl+KDeugnNwAa6BC+5AGzyCLugBBGLwCt7Au/VhfVnf1s/itWKVmTOwBOv3DzFqsUQ=</latexit>

<latexit sha1_base64="novkindmSngXMy36gICmlsrxdqc=">AAACP3icdVBLS8NAGNz4rPXV6tFLsCieSiKCHou9eKxoH9CEstls0qX7CLsboYT8BK/6e/wZ/gJv4tWb2zQH29KBD4aZb2CYIKFEacf5tDY2t7Z3dit71f2Dw6PjWv2kp0QqEe4iQYUcBFBhSjjuaqIpHiQSQxZQ3A8m7Znff8FSEcGf9TTBPoMxJxFBUBvpyRsMRrWG03QK2KvELUkDlOiM6talFwqUMsw1olCpoesk2s+g1ARRnFe9VOEEogmM8dBQDhlWflZ0ze0Lo4R2JKQ5ru1C/Z/IIFNqygLzyaAeq2VvJq7z9JjlixqNhSRGJmiNsdRWR3d+RniSaszRvGyUUlsLezaeHRKJkaZTQyAyeYJsNIYSIm0mrnpFMGsLxiAPVW6WdZd3XCW966brNN3Hm0brvty4As7AObgCLrgFLfAAOqALEIjBK3gD79aH9WV9Wz/z1w2rzJyCBVi/f/H5sKI=</latexit>

<latexit sha1_base64="akxNG7oyETB57Az5pNbylL/sRvQ=">AAACPXicdVDNSsNAGNzUv1r/Wj16WSyKp5KIoMdiLx5bsLXQhrLZbNql+xN2N0IJeQKv+jw+hw/gTbx6dZvmYFs68MEw8w0ME8SMauO6n05pa3tnd6+8Xzk4PDo+qdZOe1omCpMulkyqfoA0YVSQrqGGkX6sCOIBI8/BtDX3n1+I0lSKJzOLic/RWNCIYmSs1OmNqnW34eaA68QrSB0UaI9qztUwlDjhRBjMkNYDz42NnyJlKGYkqwwTTWKEp2hMBpYKxIn207xpBi+tEsJIKnvCwFz9n0gR13rGA/vJkZnoVW8ubvLMhGfLGhtLRa1M8QZjpa2J7v2UijgxROBF2Shh0Eg4nw6GVBFs2MwShG2eYognSCFs7MCVYR5MW5JzJEKd2WW91R3XSe+m4bkNr3Nbbz4UG5fBObgA18ADd6AJHkEbdAEGBLyCN/DufDhfzrfzs3gtOUXmDCzB+f0DViCv2A==</latexit>

Questions:

How accurately can we approximate function V ?

How many parameters do we require in order to represent this
function approximator?

What is the effect of the function approximation on statistical
estimation?
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Motivation and Function Approximation

Approximation Error

The approximation quality depends on the regularity or structure of
the value function V .

If we allow V to change arbitrarily, we cannot hope to have a good
approximation.
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Motivation and Function Approximation

Approximation Error

If the value function has some regularities, we can say more.

For any V that is L-Lipschitz,

inf
V̂ ∈Fε

∥∥∥V̂ − V
∥∥∥
∞
≤ Lε.

This is called the approximation error or bias.

Approximation error depends on:
▶ the structure of the function approximator, e.g., piecewise constant,

piecewise linear, etc.
▶ the class of functions that is being approximated, e.g., L-Lipschitz

functions.
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Motivation and Function Approximation

Curse of Dimensionality in the Number of Parameters

If the domain was X = [−1,+1]d for d ≥ 1, we would need

O

(
1

εd

)
parameters to describe such a function.
This increases exponentially fast as a function of d.
Example: With ε = 0.1 and d = 2, we need ( 2

0.1)
2 = 400 parameters; with

d = 10, we need 210 × 1010 parameters.
This exponential growth of the number of parameters required to represent
a high-dimensional function is an instance of the curse of dimensionality.
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Motivation and Function Approximation

Estimation Error

We also need to pay attention to the statistical aspect of estimating a
function within this function space using a finite number of data
points.

The estimation accuracy depends on some notion of complexity or
size of F .
Many ways to quantify the complexity of F .
▶ VC Dimension
▶ Covering Number / Metric Entropy
▶ Rademacher Complexity

13 / 155



Motivation and Function Approximation

Estimation Error

Quantifying the complexity of function space F requires some further
development. Briefly speaking, the statistical error behaves as

O(

√
log |F|

n
),

where n is the number of data points used in the estimation.
▶ Recall that the variance of Sample Average Estimator mt with t data

point is σ2

t . This means that

E
[
|mt − µ|2

]
= E

[
|mt − E [mt] |2

]
= σ2

t . This implies that

E [|mt − µ|] ≤
√
E [|mt − µ|2] = σ√

t
.

▶ Compare with O(
√

log |F|
n ) here. For the mean estimation problem, |F|

is effectively equal to 1 (the logarithmic term log |F| in the upper
bound is actually log c|F| for a constant c, so we are not facing
log 1 = 0 situation; that constant is absorbed in the O notation).

This is called the estimation error or variance.
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Motivation and Function Approximation

Different Function Approximators

There are many other ways to represent the value function approximation
V̂ (and effectively, F). Some examples are

Deep neural networks (DNN)

reproducing kernel Hilbert spaces (RKHS)

Decision trees and random forests

Local methods such as smoothing kernels, k-nearest neighbours, etc.
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Overview of Supervised Learning and Loss Functions

Overview of Supervised Learning
and Loss Functions
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Overview of Supervised Learning and Loss Functions

Supervised Learning Problem

Suppose that there is a relationship between an input variable x ∈ X and
output variable Y ∈ Y.
The relation may be:

Deterministic: y = f∗(x)

Stochastic: Y ∼ P (·|X)

In either case, f∗ : X → R or P (·|x) are unknown.
For simplicity, assume that Y ⊂ R, so f∗ : X → R.
We can think of the stochastic one as Y (x) = f∗(x) + ε(x), with
f∗(x) = E [Y |X = x] the conditional expectation of the output Y and the
conditionally zero-mean noise ε being added to it (E [ε|X = x] = 0).
When we do not know f∗ : X → R or P (·|x), we can try to learn them
based on data.
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Overview of Supervised Learning and Loss Functions

Supervised Learning Problem

In the supervised learning problem, we are given a dataset

Dn = {(Xi, Yi)}ni=1,

with X ∼ µ and Y ∼ P (·|X) (or Y (x) = f∗(x) + ε).
Q: How can we use the dataset Dn to find a function f̂ that is
approximately close to f∗?
First, we need a way to measure how close f̂ is to f∗.
A common way is to define a loss (or risk) function.
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Overview of Supervised Learning and Loss Functions

Pointwise Loss Function

Let us start by focusing on measuring the difference between f̂ and f∗ at
a single point. This is measured by the pointwise loss function.
A particular choice of pointwise loss is the squared error loss:
If instead of ytrue, our predictor f predicts ŷ, the squared error is

l(ŷ, ytrue) = |ŷ − ytrue|2.

We overload the notation and write the loss for a predictor f : X → R as

l(x, y) = l(x, y; f) = l(f(x), y) = |f(x)− y|2.

So for an input data point x and its corresponding (random) target
Y (x) ∼ P (·|x) (or Y (x) = f∗(x) + ε), this loss for a predictor f is

l(x, Y (x)) = |f(x)− Y (x)|2.
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Overview of Supervised Learning and Loss Functions

Pointwise Loss Function

Consider the pointwise loss:

l(x, Y (x)) = |f(x)− Y (x)|2.

When is this loss small?
Let us expand it to understand this term better:

l(x, Y (x)) = |f(x)− Y (x)|2

= |f(x)− f∗(x)− ε|2

= |f(x)− f∗(x)|2 + |ε|2 − 2 (f(x)− f∗(x)) ε.

The first term depends on the difference between f(x) and f∗(x).

The second term only depends on the noise, so it is not dependent on
f .

The third term is an inner product of the noise and the residual
f(x)− f∗(x). Let us study it closely.
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Overview of Supervised Learning and Loss Functions

Pointwise Loss Function

We take the expectation conditioned on a fixed x of the pointwise loss.
This means that we only consider the randomness of Y and let x be fixed:

E [l(x, Y (x))|X = x] =E
[
|f(x)− f∗(x)|2 |X = x

]
+ E

[
|ε|2 |X = x

]
− 2E [(f(x)− f∗(x)) ε|X = x]

= |f(x)− f∗(x)|2 + E
[
ε2|X = x

]
− 2 (f(x)− f∗(x))E [ε|X = x]︸ ︷︷ ︸

=0

= |f(x)− f∗(x)|2 +Var [ε|X = x] .

Q: When is this minimized?
Hint: Note that argminz{g(z) + c} = argminz{g(z)}.
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Overview of Supervised Learning and Loss Functions

Pointwise Loss Functions

When is this conditional expectation minimized?

f̂ ← argmin
f∈F

E [l(x, Y (x))|X = x]

As

E [l(x, Y (x))|X = x] = |f(x)− f∗(x)|2 +Var [ε|X = x] ,

Whatever we f choose, it does not affect the variance term Var [ε|X = x].
If there is no restriction in the choice of f (meaning that F is very
flexible), the first term is minimized when f(x) = f∗(x).
So the minimizer at point x is a function f̂ such that its value at x is
f̂(x) = f∗(x). Its value at other points in X can be anything.
What we care about is to find an f̂ that is close to f∗ for all x ∈ X , not
just a single x.
Can we define a loss for the whole input space X ?
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Overview of Supervised Learning and Loss Functions

Population Loss Function

We can extend the definition of the loss from a single x to the whole input
space.

L(f) ≜ E
[
|f(X)− Y |2

]
, (2)

where X ∼ µ and Y ∼ P (·|X). The distribution µ gives potentially
different weight to different inputs x ∈ X . This is called population loss
(or risk) function.
We have that

L(f) = E
[
|f(X)− Y |2

]
= E [E [l(X,Y (X))|X]]

= E
[
|f(X)− f∗(X)|2

]
+ E [Var [ε|X]] .
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Overview of Supervised Learning and Loss Functions

Population Loss Function

L(f) = E
[
|f(X)− Y |2

]
= E

[
|f(X)− f∗(X)|2

]
+ E [Var [ε|X]] .

The second term (E [Var [ε|X]]) does not depend on the predictor f . So
the population loss is minimized whenever the first term

E
[
|f(X)− f∗(X)|2

]
is minimized. This means that

argmin
f∈F

E
[
|f(X)− Y |2

]
= argmin

f∈F
E
[
|f(X)− f∗(X)|2

]
(3)

If there is no restriction on the choice of f , the minimizer is f(x) = f∗(x)
for all x on the support of µ (recall: supp(µ) = {x : µ(dx) > 0 }). (Q:
Why?!)
Note: More precisely, f = f∗ µ-almost surely.
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Overview of Supervised Learning and Loss Functions

Population Loss Function

We can try to find the minimizer f̂ within a function space F :

f̂ ← argmin
f∈F

E
[
|f(X)− Y |2

]
.

How well does this procedure work?

If F is a flexible enough family of functions, we can find an f̂ that

minimizes E
[
|f(X)− f∗(X)|2

]
quite well.

In the best possible scenario, f̂ = f∗ for all supp(µ).

If F is not a rich enough class of functions, we cannot find a good
approximation. This is the approximation error we encountered before.

But there is a catch: We cannot solve this problem because we often
cannot compute the expectation; we are only given data points Dn, and
not the whole probability distribution.
So instead, we define another loss function using data.
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Overview of Supervised Learning and Loss Functions

Empirical Loss Functions

Given a dataset Dn = {(Xi, Yi)}ni=1, we define the empirical loss (or risk)
of function f as

Ln(f) ≜
1

n

n∑
i=1

|f(Xi)− Yi|2.

We then minimize

f̂ ← argmin
f∈F

1

n

n∑
i=1

|f(Xi)− Yi|2.

This procedure is called Empirical Risk Minimization (ERM).
This is the basis of many ML algorithms.
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Value Function Computation with a Function Approximator

Value Function Computation with
a Function Approximator

27 / 155



Value Function Computation with a Function Approximator

Value Function Computation with a Function Approximator

Let us develop some general approaches for the value function
computation when we are restricted to use functions from a value
function space F .
Most of the approaches are based on defining a loss function that
should be minimized in order to find an approximate value function.
▶ We define several loss functions, some of which benefit from the

recursive structure of the MDP.

The presentation in this section focuses on the population version of
these approaches, when we have access to the model. We extend
them to the sample-based variants in Section 3.
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Value Function Computation with a Function Approximator Approximation Given the Value Function

Reminder: Lp-Norms

For a probability distribution ν ∈M(X ), and a function V ∈ F , we define
the Lp(ν)-norm of V with 1 ≤ p <∞ as

∥V ∥pp,ν ≜
∫
X
|V (x)|pdν(x). (4)

The L∞(X )-norm is

∥V ∥∞ ≜ sup
x∈X
|V (x)|.

If we want to emphasize that the probability distribution is defined on the
state space X , we use νX and ∥V ∥p,νX .
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Value Function Computation with a Function Approximator Approximation Given the Value Function

Approximation Given the Value Function V π
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Value Function Computation with a Function Approximator Approximation Given the Value Function

Approximation Given the Value Function

Suppose that we happen to know V π (or Qπ, V ∗, Q∗), and we want to
represent it with a function V ∈ F .
Goal: finding V ∈ F such that

V ≈ V π.
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Value Function Computation with a Function Approximator Approximation Given the Value Function

Approximation Given the Value Function

To quantify V ≈ V π, we have to pick a distance function between
function V and V π, i.e., d : B(X )× B(X )→ R.
Given such a distance function, we can express our goal as

V ← argmin
V ∈F

d(V, V π).
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Value Function Computation with a Function Approximator Approximation Given the Value Function

Approximation Given the Value Function

We can use the Lp-norm w.r.t. a (probability) distribution µ ∈M(X ) to
define distances between functions.
We define the distance between functions V1 and V2 based on the norm as

d(V1, V2) = ∥V1 − V2∥p,µ .

We can then have

V ← argmin
V ∈F

∥V − V π∥p,µ . (5)

A common choice is the L2-norm.
This should remind us of the mean squared loss function commonly used
in regression, and we faced earlier as (2) in Section 2.
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Value Function Computation with a Function Approximator Approximation Given the Value Function

Example: Bases Matter

Consider the following MDP with γ = 1
2 .
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The exact value function can be computed by solving the Bellman
Equation:

V π(x1) = 1 +
1

2
V π(x2) = 1 +

1

4
V π(x1)

V π(x2) =
1

2
V π(x1)

⇒ V π =

[
4
3
2
3

]
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Value Function Computation with a Function Approximator Approximation Given the Value Function

Example: Bases Matter

<latexit sha1_base64="x15XaBxzhKvGF4joR334eofU96g=">AAACP3icdVBLS8NAGNzUV62vVo9egkXxVJLi61jsxWNF+4A2lM1mky7dR9jdiCX0J3jV3+PP8Bd4E6/e3KY52BYHPhhmvoFh/JgSpR3nwyqsrW9sbhW3Szu7e/sH5cphR4lEItxGggrZ86HClHDc1kRT3IslhsynuOuPmzO/+4SlIoI/6kmMPQYjTkKCoDbSw/OwPixXnZqTwV4lbk6qIEdrWLHOBoFACcNcIwqV6rtOrL0USk0QxdPSIFE4hmgMI9w3lEOGlZdmXaf2qVECOxTSHNd2pv5NpJApNWG++WRQj9SyNxP/8/SITRc1GglJjEzQP8ZSWx3eeCnhcaIxR/OyYUJtLezZeHZAJEaaTgyByOQJstEISoi0mbg0yIJpUzAGeaCmZll3ecdV0qnX3Kva5f1FtXGbb1wEx+AEnAMXXIMGuAMt0AYIROAFvII36936tL6s7/lrwcozR2AB1s8v7+2wqQ==</latexit>x2

V π =

[
4
3
2
3

]
Suppose we would like to use a function approximator with a single basis

function ϕ =

[
1
2

]
. Here the parameter describing the value function

approximator is w ∈ R and

V̂ (w) = ϕw =

[
w
2w

]
.

Q: Is there any w that can exactly represents V π?
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Value Function Computation with a Function Approximator Approximation Given the Value Function

Example: Bases Matter

V π =

[
4
3
2
3

]
≈
[
1.333
0.666

]
Given the value function approximator

V̂ (w) = ϕw =

[
w
2w

]
.

what is the best w we can find to approximate V π?
Suppose we use equal weighting on both states (µ is uniform), we get that

min
w

∥∥∥V̂ (w)− V π
∥∥∥2
2
=

(
w − 4

3

)2

+

(
2w − 2

3

)2

⇒w∗ =
8

15
and V̂ (w∗) =

[
8
15
16
15

]
≈
[
0.53
1.06

]
.
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Value Function Computation with a Function Approximator Approximation Given the Value Function

Example: Bases Matter

V π =

[
4
3
2
3

]
≈
[
1.333
0.666

]

Now suppose we use a different basis function ϕ =

[
2
1

]
. As before, the

parameter describing the value function approximator is w ∈ R and

V̂ (w) = ϕw =

[
2w
w

]
.

Given the value function approximator

V̂ (w) = ϕw =

[
2w
w

]
.

what is the best w we can find to approximate V π?
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Value Function Computation with a Function Approximator Approximation Given the Value Function

Approximation Given the Value Function: How to Get V π?

How can we even have access to V π?
▶ The Monte Carlo (MC) estimate: For a state x, we can have

V π(x) + ε(x) with E [ε(x)] = 0.

If MC can give an estimate for the value of a state, what is the reason
for using function approximation after all?
▶ When the state space is large (e.g., continuous), we cannot run MC for

all states, but only for a finite number of them.
▶ MC estimate is often noisy.

The role of FA is to help us generalize from a finite number of noisy
data points to the whole state space.

MC estimate does not benefit from the structural properties of MDP.
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Value Function Computation with a Function Approximator Approximate Value Iteration (Population)

Approximate Value Iteration
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Value Function Computation with a Function Approximator Approximate Value Iteration (Population)

Approximate Value Iteration (Population Version)

<latexit sha1_base64="5EuMGLsGnEf5t7HVE6jHymc3T1g=">AAACQ3icdVBLS8NAGNzUV62vVo9egkURhJKIoMdiLx5bsA9oQ9lsNu3SfYTdjVBCfoRX/T3+CH+DN/EquElzsC0d+GCY+QaG8SNKlHacT6u0tb2zu1ferxwcHh2fVGunPSViiXAXCSrkwIcKU8JxVxNN8SCSGDKf4r4/a2V+/wVLRQR/1vMIewxOOAkJgtpI/c44md246bhadxpODnuduAWpgwLtcc26GgUCxQxzjShUaug6kfYSKDVBFKeVUaxwBNEMTvDQUA4ZVl6S903tS6MEdiikOa7tXP2fSCBTas5888mgnqpVLxM3eXrK0mWNToQkRiZog7HSVocPXkJ4FGvM0aJsGFNbCzsb0A6IxEjTuSEQmTxBNppCCZE2M1dGeTBpCcYgD1S2rLu64zrp3TZcp+F27urNx2LjMjgHF+AauOAeNMETaIMuQGAGXsEbeLc+rC/r2/pZvJasInMGlmD9/gEdhbIt</latexit>

<latexit sha1_base64="Cr6tpaoRhs4oIGxT7hjmJyCsiVc=">AAACQ3icdVBLS8NAGNz4rPXV6tFLsCiCUJIi6LHYi8cW7APaUDabTbtkH2F3I5SQH+FVf48/wt/gTbwKbtocbEsHPhhmvoFh/JgSpR3n09ra3tnd2y8dlA+Pjk9OK9WznhKJRLiLBBVy4EOFKeG4q4mmeBBLDJlPcd+PWrnff8FSEcGf9SzGHoMTTkKCoDZSvzNOo9tGNq7UnLozh71O3ILUQIH2uGpdjwKBEoa5RhQqNXSdWHsplJogirPyKFE4hiiCEzw0lEOGlZfO+2b2lVECOxTSHNf2XP2fSCFTasZ888mgnqpVLxc3eXrKsmWNToQkRiZog7HSVocPXkp4nGjM0aJsmFBbCzsf0A6IxEjTmSEQmTxBNppCCZE2M5dH82DaEoxBHqh8WXd1x3XSa9Rdp+527mrNx2LjErgAl+AGuOAeNMETaIMuQCACr+ANvFsf1pf1bf0sXresInMOlmD9/gEfX7Iu</latexit>

<latexit sha1_base64="62YqvWB/HyXBNFt+aBh2RlA932A=">AAACQ3icdVBLS8NAGNz4rPXV6tFLsCiCUBIV9FjsxWML9gFtKJvNpl26j7C7EUrIj/Cqv8cf4W/wJl4FN2kOtqUDHwwz38AwfkSJ0o7zaW1sbm3v7Jb2yvsHh0fHlepJV4lYItxBggrZ96HClHDc0URT3I8khsynuOdPm5nfe8FSEcGf9SzCHoNjTkKCoDZSrz1Kpte36ahSc+pODnuVuAWpgQKtUdW6HAYCxQxzjShUauA6kfYSKDVBFKflYaxwBNEUjvHAUA4ZVl6S903tC6MEdiikOa7tXP2fSCBTasZ888mgnqhlLxPXeXrC0kWNjoUkRiZojbHUVocPXkJ4FGvM0bxsGFNbCzsb0A6IxEjTmSEQmTxBNppACZE2M5eHeTBpCsYgD1S2rLu84yrp3tRdp+6272qNx2LjEjgD5+AKuOAeNMATaIEOQGAKXsEbeLc+rC/r2/qZv25YReYULMD6/QMhObIv</latexit>

Recall that VI is
Vk+1 ← TVk,

with T being either T π or T ∗.
One way to develop its approximate version is to perform each step only
approximately, i.e., find Vk+1 ∈ F such that

Vk+1 ≈ TVk.
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Value Function Computation with a Function Approximator Approximate Value Iteration (Population)

Approximate Value Iteration (Population Version)

We start from a V0 ∈ F , and then at each iteration k of AVI we solve

Vk+1 ← argmin
V ∈F

∥V − TVk∥p,µ . (6)

The procedure for the action-value function is similar.
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Value Function Computation with a Function Approximator Approximate Value Iteration (Population)

Approximate Value Iteration (Population Version): A
Geometric View

<latexit sha1_base64="Au5PP3mb2RYiUSS01T3tI4lDENA=">AAACP3icdVBLS8NAGNz4rPXV6tFLsCieSiKCHouF4rGifUATymazaZfuI+xuhBLyE7zq7/Fn+Au8iVdvbtMcbEsHPhhmvoFhgpgSpR3n09rY3Nre2S3tlfcPDo+OK9WTrhKJRLiDBBWyH0CFKeG4o4mmuB9LDFlAcS+YNGd+7wVLRQR/1tMY+wyOOIkIgtpIT16rNazUnLqTw14lbkFqoEB7WLUuvVCghGGuEYVKDVwn1n4KpSaI4qzsJQrHEE3gCA8M5ZBh5ad518y+MEpoR0Ka49rO1f+JFDKlpiwwnwzqsVr2ZuI6T49ZtqjRkZDEyAStMZba6ujOTwmPE405mpeNEmprYc/Gs0MiMdJ0aghEJk+QjcZQQqTNxGUvD6ZNwRjkocrMsu7yjquke113nbr7eFNr3Bcbl8AZOAdXwAW3oAEeQBt0AAIj8ArewLv1YX1Z39bP/HXDKjKnYAHW7x+vY7B+</latexit>

When F is the set of linear functions (1), its geometry is the
subspace spanned by ϕ.

Even though Vk ∈ F , the function TVk may not be within F anymore
(TVk /∈ F). We visualize it with a point outside the plane.
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Value Function Computation with a Function Approximator Approximate Value Iteration (Population)

Approximate Value Iteration (Population Version)

<latexit sha1_base64="Au5PP3mb2RYiUSS01T3tI4lDENA=">AAACP3icdVBLS8NAGNz4rPXV6tFLsCieSiKCHouF4rGifUATymazaZfuI+xuhBLyE7zq7/Fn+Au8iVdvbtMcbEsHPhhmvoFhgpgSpR3n09rY3Nre2S3tlfcPDo+OK9WTrhKJRLiDBBWyH0CFKeG4o4mmuB9LDFlAcS+YNGd+7wVLRQR/1tMY+wyOOIkIgtpIT16rNazUnLqTw14lbkFqoEB7WLUuvVCghGGuEYVKDVwn1n4KpSaI4qzsJQrHEE3gCA8M5ZBh5ad518y+MEpoR0Ka49rO1f+JFDKlpiwwnwzqsVr2ZuI6T49ZtqjRkZDEyAStMZba6ujOTwmPE405mpeNEmprYc/Gs0MiMdJ0aghEJk+QjcZQQqTNxGUvD6ZNwRjkocrMsu7yjquke113nbr7eFNr3Bcbl8AZOAdXwAW3oAEeQBt0AAIj8ArewLv1YX1Z39bP/HXDKjKnYAHW7x+vY7B+</latexit>

The amount of this error depends on how expressive F is and how
much T can push a function within F outside that space.

Although VI is a convergent procedure (recall: T is γ-contraction),
AVI may sometimes not converge, and it may indeed diverge.
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Bellman Residual Minimization
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Bellman Residual Minimization (Population Version)

AVI tries to benefit from the contraction property of the Bellman
operator, which allowed VI to be a sound solution. As mentioned, this
may not always work under FA.

Let us benefit from another structural property of an MDP.

If we find a V such that V = T πV , that function must be V π (recall:
The Bellman equation has a unique solution).

Under FA, we may not achieve this exact equality.

Instead we try to find a V ∈ F that approximately satisfies the
equality:

V ≈ T πV.

We can think of different ways to quantify the quality of
approximation.

The Lp-norm w.r.t. a distribution µ is a common choice.

Later we see that µ might be the distribution induced by a behaviour
policy.
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Bellman Residual Minimization (Population Version)

V ← argmin
V ∈F

∥V − T πV ∥p,µ = ∥BR(V )∥p,µ . (7)

The value of p is often selected to be 2. This procedure is called the
Bellman Residual Minimization (BRM).
The same procedure works for the action-value function Q with obvious
changes.

Remark

This procedure is different from AVI in that we do not mimic the iterative
process of VI (which is convergent in the exact case without any FA), but
instead directly go for the solution of the fixed-point equation.
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Bellman Residual Minimization (Population Version): A
Geometric View

<latexit sha1_base64="zBIpP92nlb55+wmxZiRXXy2F1Lw=">AAACP3icdVBLS8NAGNz4rPXV6tHLYlE8lUQEPRZ78VjRPqANZbPZtEv3EXY3Qgn5CV719/gz/AXexKs3t2kOtqUDHwwz38AwQcyoNq776Wxsbm3v7Jb2yvsHh0fHlepJR8tEYdLGkknVC5AmjArSNtQw0osVQTxgpBtMmjO/+0KUplI8m2lMfI5GgkYUI2Olp87QG1Zqbt3NAVeJV5AaKNAaVp3LQShxwokwmCGt+54bGz9FylDMSFYeJJrECE/QiPQtFYgT7ad51wxeWCWEkVT2hIG5+j+RIq71lAf2kyMz1sveTFznmTHPFjU2kopameI1xlJbE935KRVxYojA87JRwqCRcDYeDKki2LCpJQjbPMUQj5FC2NiJy4M8mDYl50iEOrPLess7rpLOdd1z697jTa1xX2xcAmfgHFwBD9yCBngALdAGGIzAK3gD786H8+V8Oz/z1w2nyJyCBTi/f6u+sHw=</latexit>

<latexit sha1_base64="gOdfIxQn8wJYi3z54dOC0CgoIgg=">AAACP3icdVBLS8NAGNzUV62vVo9egkXxVJIi6LHYi8eK9gFtKJvNJl26j7C7EUrIT/Cqv8ef4S/wJl69uU1zsC0d+GCY+QaG8WNKlHacT6u0tb2zu1ferxwcHh2fVGunPSUSiXAXCSrkwIcKU8JxVxNN8SCWGDKf4r4/bc/9/guWigj+rGcx9hiMOAkJgtpIT71xc1ytOw0nh71O3ILUQYHOuGZdjQKBEoa5RhQqNXSdWHsplJogirPKKFE4hmgKIzw0lEOGlZfmXTP70iiBHQppjms7V/8nUsiUmjHffDKoJ2rVm4ubPD1h2bJGIyGJkQnaYKy01eGdlxIeJxpztCgbJtTWwp6PZwdEYqTpzBCITJ4gG02ghEibiSujPJi2BWOQByozy7qrO66TXrPhOg338abeui82LoNzcAGugQtuQQs8gA7oAgQi8ArewLv1YX1Z39bP4rVkFZkzsATr9w+tl7B9</latexit>

<latexit sha1_base64="64lfoHBnk1jMo7ggz0M47ASVZEw=">AAACP3icdVBLS8NAGNzUV62vVo9egkXxVBIV9FjsxWNF+4A2lM1mky7dR9jdCCXkJ3jV3+PP8Bd4E6/e3KY52JYOfDDMfAPD+DElSjvOp1Xa2Nza3invVvb2Dw6PqrXjrhKJRLiDBBWy70OFKeG4o4mmuB9LDJlPcc+ftGZ+7wVLRQR/1tMYewxGnIQEQW2kp+7oelStOw0nh71K3ILUQYH2qGZdDAOBEoa5RhQqNXCdWHsplJogirPKMFE4hmgCIzwwlEOGlZfmXTP73CiBHQppjms7V/8nUsiUmjLffDKox2rZm4nrPD1m2aJGIyGJkQlaYyy11eGdlxIeJxpzNC8bJtTWwp6NZwdEYqTp1BCITJ4gG42hhEibiSvDPJi2BGOQByozy7rLO66S7lXDdRru4029eV9sXAan4AxcAhfcgiZ4AG3QAQhE4BW8gXfrw/qyvq2f+WvJKjInYAHW7x+vcLB+</latexit>

<latexit sha1_base64="MRGYkssaOAZW9qFqMaXDR7v0rIQ=">AAACRHicdVBLS8NAGNzUV62vVo9eFoviqSQq6LHYi8cKfUETyma7bZfuI+xuhBLyJ7zq7/E/+B+8iVdxm+ZgWzrwwTDzDQwTRoxq47qfTmFre2d3r7hfOjg8Oj4pV047WsYKkzaWTKpeiDRhVJC2oYaRXqQI4iEj3XDamPvdF6I0laJlZhEJOBoLOqIYGSv1/FZEYWdwOyhX3ZqbAa4TLydVkKM5qDhX/lDimBNhMENa9z03MkGClKGYkbTkx5pECE/RmPQtFYgTHSRZ4RReWmUIR1LZEwZm6v9EgrjWMx7aT47MRK96c3GTZyY8XdbYWCpqZYo3GCttzeghSKiIYkMEXpQdxQwaCecLwiFVBBs2swRhm6cY4glSCBu7c8nPgklDco7EUKd2WW91x3XSual5bs17vqvWH/ONi+AcXIBr4IF7UAdPoAnaAAMGXsEbeHc+nC/n2/lZvBacPHMGluD8/gGD4rJZ</latexit>

<latexit sha1_base64="W+TzALXYZHvRDBlYnZnJIHEUix4=">AAACRHicdVBLawIxGEzsy9qXtsdeQqWlJ9mVQnuUeunRgi9QkWw2q8E8liRbkMU/0Wv7e/of+h96K72WRt1DVRz4YJj5BoYJYs6M9bxPmNvZ3ds/yB8Wjo5PTs+KpfO2UYkmtEUUV7obYEM5k7RlmeW0G2uKRcBpJ5jU537nhWrDlGzaaUwHAo8kixjB1kndfjNmqD2sDotlr+ItgDaJn5EyyNAYluBNP1QkEVRawrExPd+L7SDF2jLC6azQTwyNMZngEe05KrGgZpAuCs/QtVNCFCntTlq0UP8nUiyMmYrAfQpsx2bdm4vbPDsWs1WNj5RmTmZki7HW1kYPg5TJOLFUkmXZKOHIKjRfEIVMU2L51BFMXJ4RRMZYY2LdzoX+IpjWlRBYhmbmlvXXd9wk7WrF9yr+81259phtnAeX4ArcAh/cgxp4Ag3QAgRw8ArewDv8gF/wG/4sX3Mwy1yAFcDfP4IJslg=</latexit>

<latexit sha1_base64="sbhOAigS/UNTafHIkgEbvJA0nlk=">AAACRHicdVDNSsNAGNzUv1r/Wj16WSyKp5KIoMdiLx4rtLXQhLLZbNql+xN2N0IJeQmv+jy+g+/gTbyK2zYH29KBD4aZb2CYMGFUG9f9dEpb2zu7e+X9ysHh0fFJtXba0zJVmHSxZFL1Q6QJo4J0DTWM9BNFEA8ZeQ4nrZn//EKUplJ0zDQhAUcjQWOKkbFS3+8kFPaG3rBadxvuHHCdeAWpgwLtYc258iOJU06EwQxpPfDcxAQZUoZiRvKKn2qSIDxBIzKwVCBOdJDNC+fw0ioRjKWyJwycq/8TGeJaT3loPzkyY73qzcRNnhnzfFljI6molSneYKy0NfF9kFGRpIYIvCgbpwwaCWcLwogqgg2bWoKwzVMM8RgphI3dueLPg1lLco5EpHO7rLe64zrp3TQ8t+E93dabD8XGZXAOLsA18MAdaIJH0AZdgAEDr+ANvDsfzpfz7fwsXktOkTkDS3B+/wCAMLJX</latexit>

<latexit sha1_base64="Au5PP3mb2RYiUSS01T3tI4lDENA=">AAACP3icdVBLS8NAGNz4rPXV6tFLsCieSiKCHouF4rGifUATymazaZfuI+xuhBLyE7zq7/Fn+Au8iVdvbtMcbEsHPhhmvoFhgpgSpR3n09rY3Nre2S3tlfcPDo+OK9WTrhKJRLiDBBWyH0CFKeG4o4mmuB9LDFlAcS+YNGd+7wVLRQR/1tMY+wyOOIkIgtpIT16rNazUnLqTw14lbkFqoEB7WLUuvVCghGGuEYVKDVwn1n4KpSaI4qzsJQrHEE3gCA8M5ZBh5ad518y+MEpoR0Ka49rO1f+JFDKlpiwwnwzqsVr2ZuI6T49ZtqjRkZDEyAStMZba6ujOTwmPE405mpeNEmprYc/Gs0MiMdJ0aghEJk+QjcZQQqTNxGUvD6ZNwRjkocrMsu7yjquke113nbr7eFNr3Bcbl8AZOAdXwAW3oAEeQBt0AAIj8ArewLv1YX1Z39bP/HXDKjKnYAHW7x+vY7B+</latexit>

When F is the set of linear functions (1), its geometry is the subspace
spanned by ϕ.
Given V ∈ F , we apply T π to it in order to get T πV . In general, T πV is
not within F , so we visualize it with a point outside the plane.
BRM minimizes the distance ∥V − T πV ∥2,µ among all functions in V ∈ F .
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Bellman Residual Minimization (Population Version): A
Geometric View

<latexit sha1_base64="zBIpP92nlb55+wmxZiRXXy2F1Lw=">AAACP3icdVBLS8NAGNz4rPXV6tHLYlE8lUQEPRZ78VjRPqANZbPZtEv3EXY3Qgn5CV719/gz/AXexKs3t2kOtqUDHwwz38AwQcyoNq776Wxsbm3v7Jb2yvsHh0fHlepJR8tEYdLGkknVC5AmjArSNtQw0osVQTxgpBtMmjO/+0KUplI8m2lMfI5GgkYUI2Olp87QG1Zqbt3NAVeJV5AaKNAaVp3LQShxwokwmCGt+54bGz9FylDMSFYeJJrECE/QiPQtFYgT7ad51wxeWCWEkVT2hIG5+j+RIq71lAf2kyMz1sveTFznmTHPFjU2kopameI1xlJbE935KRVxYojA87JRwqCRcDYeDKki2LCpJQjbPMUQj5FC2NiJy4M8mDYl50iEOrPLess7rpLOdd1z697jTa1xX2xcAmfgHFwBD9yCBngALdAGGIzAK3gD786H8+V8Oz/z1w2nyJyCBTi/f6u+sHw=</latexit>

<latexit sha1_base64="gOdfIxQn8wJYi3z54dOC0CgoIgg=">AAACP3icdVBLS8NAGNzUV62vVo9egkXxVJIi6LHYi8eK9gFtKJvNJl26j7C7EUrIT/Cqv8ef4S/wJl69uU1zsC0d+GCY+QaG8WNKlHacT6u0tb2zu1ferxwcHh2fVGunPSUSiXAXCSrkwIcKU8JxVxNN8SCWGDKf4r4/bc/9/guWigj+rGcx9hiMOAkJgtpIT71xc1ytOw0nh71O3ILUQYHOuGZdjQKBEoa5RhQqNXSdWHsplJogirPKKFE4hmgKIzw0lEOGlZfmXTP70iiBHQppjms7V/8nUsiUmjHffDKoJ2rVm4ubPD1h2bJGIyGJkQnaYKy01eGdlxIeJxpztCgbJtTWwp6PZwdEYqTpzBCITJ4gG02ghEibiSujPJi2BWOQByozy7qrO66TXrPhOg338abeui82LoNzcAGugQtuQQs8gA7oAgQi8ArewLv1YX1Z39bP4rVkFZkzsATr9w+tl7B9</latexit>

<latexit sha1_base64="64lfoHBnk1jMo7ggz0M47ASVZEw=">AAACP3icdVBLS8NAGNzUV62vVo9egkXxVBIV9FjsxWNF+4A2lM1mky7dR9jdCCXkJ3jV3+PP8Bd4E6/e3KY52JYOfDDMfAPD+DElSjvOp1Xa2Nza3invVvb2Dw6PqrXjrhKJRLiDBBWy70OFKeG4o4mmuB9LDJlPcc+ftGZ+7wVLRQR/1tMYewxGnIQEQW2kp+7oelStOw0nh71K3ILUQYH2qGZdDAOBEoa5RhQqNXCdWHsplJogirPKMFE4hmgCIzwwlEOGlZfmXTP73CiBHQppjms7V/8nUsiUmjLffDKox2rZm4nrPD1m2aJGIyGJkQlaYyy11eGdlxIeJxpzNC8bJtTWwp6NZwdEYqTp1BCITJ4gG42hhEibiSvDPJi2BGOQByozy7rLO66S7lXDdRru4029eV9sXAan4AxcAhfcgiZ4AG3QAQhE4BW8gXfrw/qyvq2f+WvJKjInYAHW7x+vcLB+</latexit>

<latexit sha1_base64="MRGYkssaOAZW9qFqMaXDR7v0rIQ=">AAACRHicdVBLS8NAGNzUV62vVo9eFoviqSQq6LHYi8cKfUETyma7bZfuI+xuhBLyJ7zq7/E/+B+8iVdxm+ZgWzrwwTDzDQwTRoxq47qfTmFre2d3r7hfOjg8Oj4pV047WsYKkzaWTKpeiDRhVJC2oYaRXqQI4iEj3XDamPvdF6I0laJlZhEJOBoLOqIYGSv1/FZEYWdwOyhX3ZqbAa4TLydVkKM5qDhX/lDimBNhMENa9z03MkGClKGYkbTkx5pECE/RmPQtFYgTHSRZ4RReWmUIR1LZEwZm6v9EgrjWMx7aT47MRK96c3GTZyY8XdbYWCpqZYo3GCttzeghSKiIYkMEXpQdxQwaCecLwiFVBBs2swRhm6cY4glSCBu7c8nPgklDco7EUKd2WW91x3XSual5bs17vqvWH/ONi+AcXIBr4IF7UAdPoAnaAAMGXsEbeHc+nC/n2/lZvBacPHMGluD8/gGD4rJZ</latexit>

<latexit sha1_base64="W+TzALXYZHvRDBlYnZnJIHEUix4=">AAACRHicdVBLawIxGEzsy9qXtsdeQqWlJ9mVQnuUeunRgi9QkWw2q8E8liRbkMU/0Wv7e/of+h96K72WRt1DVRz4YJj5BoYJYs6M9bxPmNvZ3ds/yB8Wjo5PTs+KpfO2UYkmtEUUV7obYEM5k7RlmeW0G2uKRcBpJ5jU537nhWrDlGzaaUwHAo8kixjB1kndfjNmqD2sDotlr+ItgDaJn5EyyNAYluBNP1QkEVRawrExPd+L7SDF2jLC6azQTwyNMZngEe05KrGgZpAuCs/QtVNCFCntTlq0UP8nUiyMmYrAfQpsx2bdm4vbPDsWs1WNj5RmTmZki7HW1kYPg5TJOLFUkmXZKOHIKjRfEIVMU2L51BFMXJ4RRMZYY2LdzoX+IpjWlRBYhmbmlvXXd9wk7WrF9yr+81259phtnAeX4ArcAh/cgxp4Ag3QAgRw8ArewDv8gF/wG/4sX3Mwy1yAFcDfP4IJslg=</latexit>

<latexit sha1_base64="sbhOAigS/UNTafHIkgEbvJA0nlk=">AAACRHicdVDNSsNAGNzUv1r/Wj16WSyKp5KIoMdiLx4rtLXQhLLZbNql+xN2N0IJeQmv+jy+g+/gTbyK2zYH29KBD4aZb2CYMGFUG9f9dEpb2zu7e+X9ysHh0fFJtXba0zJVmHSxZFL1Q6QJo4J0DTWM9BNFEA8ZeQ4nrZn//EKUplJ0zDQhAUcjQWOKkbFS3+8kFPaG3rBadxvuHHCdeAWpgwLtYc258iOJU06EwQxpPfDcxAQZUoZiRvKKn2qSIDxBIzKwVCBOdJDNC+fw0ioRjKWyJwycq/8TGeJaT3loPzkyY73qzcRNnhnzfFljI6molSneYKy0NfF9kFGRpIYIvCgbpwwaCWcLwogqgg2bWoKwzVMM8RgphI3dueLPg1lLco5EpHO7rLe64zrp3TQ8t+E93dabD8XGZXAOLsA18MAdaIJH0AZdgAEDr+ANvDsfzpfz7fwsXktOkTkDS3B+/wCAMLJX</latexit>

<latexit sha1_base64="Au5PP3mb2RYiUSS01T3tI4lDENA=">AAACP3icdVBLS8NAGNz4rPXV6tFLsCieSiKCHouF4rGifUATymazaZfuI+xuhBLyE7zq7/Fn+Au8iVdvbtMcbEsHPhhmvoFhgpgSpR3n09rY3Nre2S3tlfcPDo+OK9WTrhKJRLiDBBWyH0CFKeG4o4mmuB9LDFlAcS+YNGd+7wVLRQR/1tMY+wyOOIkIgtpIT16rNazUnLqTw14lbkFqoEB7WLUuvVCghGGuEYVKDVwn1n4KpSaI4qzsJQrHEE3gCA8M5ZBh5ad518y+MEpoR0Ka49rO1f+JFDKlpiwwnwzqsVr2ZuI6T49ZtqjRkZDEyAStMZba6ujOTwmPE405mpeNEmprYc/Gs0MiMdJ0aghEJk+QjcZQQqTNxGUvD6ZNwRjkocrMsu7yjquke113nbr7eFNr3Bcbl8AZOAdXwAW3oAEeQBt0AAIj8ArewLv1YX1Z39bP/HXDKjKnYAHW7x+vY7B+</latexit>

If there exists a V ∈ F that makes ∥V − T πV ∥2,µ = 0, and if we assume
that µ(x) > 0 for all x ∈ X , we can conclude that V (x) = (T πV )(x) for
x ∈ X (a.s.). (Q: Why µ(x) > 0 is needed?)
This is the Bellman equation, so its solution is V = V π.
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Bellman Residual Minimization (Population Version): A
Geometric View

<latexit sha1_base64="zBIpP92nlb55+wmxZiRXXy2F1Lw=">AAACP3icdVBLS8NAGNz4rPXV6tHLYlE8lUQEPRZ78VjRPqANZbPZtEv3EXY3Qgn5CV719/gz/AXexKs3t2kOtqUDHwwz38AwQcyoNq776Wxsbm3v7Jb2yvsHh0fHlepJR8tEYdLGkknVC5AmjArSNtQw0osVQTxgpBtMmjO/+0KUplI8m2lMfI5GgkYUI2Olp87QG1Zqbt3NAVeJV5AaKNAaVp3LQShxwokwmCGt+54bGz9FylDMSFYeJJrECE/QiPQtFYgT7ad51wxeWCWEkVT2hIG5+j+RIq71lAf2kyMz1sveTFznmTHPFjU2kopameI1xlJbE935KRVxYojA87JRwqCRcDYeDKki2LCpJQjbPMUQj5FC2NiJy4M8mDYl50iEOrPLess7rpLOdd1z697jTa1xX2xcAmfgHFwBD9yCBngALdAGGIzAK3gD786H8+V8Oz/z1w2nyJyCBTi/f6u+sHw=</latexit>

<latexit sha1_base64="gOdfIxQn8wJYi3z54dOC0CgoIgg=">AAACP3icdVBLS8NAGNzUV62vVo9egkXxVJIi6LHYi8eK9gFtKJvNJl26j7C7EUrIT/Cqv8ef4S/wJl69uU1zsC0d+GCY+QaG8WNKlHacT6u0tb2zu1ferxwcHh2fVGunPSUSiXAXCSrkwIcKU8JxVxNN8SCWGDKf4r4/bc/9/guWigj+rGcx9hiMOAkJgtpIT71xc1ytOw0nh71O3ILUQYHOuGZdjQKBEoa5RhQqNXSdWHsplJogirPKKFE4hmgKIzw0lEOGlZfmXTP70iiBHQppjms7V/8nUsiUmjHffDKoJ2rVm4ubPD1h2bJGIyGJkQnaYKy01eGdlxIeJxpztCgbJtTWwp6PZwdEYqTpzBCITJ4gG02ghEibiSujPJi2BWOQByozy7qrO66TXrPhOg338abeui82LoNzcAGugQtuQQs8gA7oAgQi8ArewLv1YX1Z39bP4rVkFZkzsATr9w+tl7B9</latexit>

<latexit sha1_base64="64lfoHBnk1jMo7ggz0M47ASVZEw=">AAACP3icdVBLS8NAGNzUV62vVo9egkXxVBIV9FjsxWNF+4A2lM1mky7dR9jdCCXkJ3jV3+PP8Bd4E6/e3KY52JYOfDDMfAPD+DElSjvOp1Xa2Nza3invVvb2Dw6PqrXjrhKJRLiDBBWy70OFKeG4o4mmuB9LDJlPcc+ftGZ+7wVLRQR/1tMYewxGnIQEQW2kp+7oelStOw0nh71K3ILUQYH2qGZdDAOBEoa5RhQqNXCdWHsplJogirPKMFE4hmgCIzwwlEOGlZfmXTP73CiBHQppjms7V/8nUsiUmjLffDKox2rZm4nrPD1m2aJGIyGJkQlaYyy11eGdlxIeJxpzNC8bJtTWwp6NZwdEYqTp1BCITJ4gG42hhEibiSvDPJi2BGOQByozy7rLO66S7lXDdRru4029eV9sXAan4AxcAhfcgiZ4AG3QAQhE4BW8gXfrw/qyvq2f+WvJKjInYAHW7x+vcLB+</latexit>

<latexit sha1_base64="MRGYkssaOAZW9qFqMaXDR7v0rIQ=">AAACRHicdVBLS8NAGNzUV62vVo9eFoviqSQq6LHYi8cKfUETyma7bZfuI+xuhBLyJ7zq7/E/+B+8iVdxm+ZgWzrwwTDzDQwTRoxq47qfTmFre2d3r7hfOjg8Oj4pV047WsYKkzaWTKpeiDRhVJC2oYaRXqQI4iEj3XDamPvdF6I0laJlZhEJOBoLOqIYGSv1/FZEYWdwOyhX3ZqbAa4TLydVkKM5qDhX/lDimBNhMENa9z03MkGClKGYkbTkx5pECE/RmPQtFYgTHSRZ4RReWmUIR1LZEwZm6v9EgrjWMx7aT47MRK96c3GTZyY8XdbYWCpqZYo3GCttzeghSKiIYkMEXpQdxQwaCecLwiFVBBs2swRhm6cY4glSCBu7c8nPgklDco7EUKd2WW91x3XSual5bs17vqvWH/ONi+AcXIBr4IF7UAdPoAnaAAMGXsEbeHc+nC/n2/lZvBacPHMGluD8/gGD4rJZ</latexit>

<latexit sha1_base64="W+TzALXYZHvRDBlYnZnJIHEUix4=">AAACRHicdVBLawIxGEzsy9qXtsdeQqWlJ9mVQnuUeunRgi9QkWw2q8E8liRbkMU/0Wv7e/of+h96K72WRt1DVRz4YJj5BoYJYs6M9bxPmNvZ3ds/yB8Wjo5PTs+KpfO2UYkmtEUUV7obYEM5k7RlmeW0G2uKRcBpJ5jU537nhWrDlGzaaUwHAo8kixjB1kndfjNmqD2sDotlr+ItgDaJn5EyyNAYluBNP1QkEVRawrExPd+L7SDF2jLC6azQTwyNMZngEe05KrGgZpAuCs/QtVNCFCntTlq0UP8nUiyMmYrAfQpsx2bdm4vbPDsWs1WNj5RmTmZki7HW1kYPg5TJOLFUkmXZKOHIKjRfEIVMU2L51BFMXJ4RRMZYY2LdzoX+IpjWlRBYhmbmlvXXd9wk7WrF9yr+81259phtnAeX4ArcAh/cgxp4Ag3QAgRw8ArewDv8gF/wG/4sX3Mwy1yAFcDfP4IJslg=</latexit>

<latexit sha1_base64="sbhOAigS/UNTafHIkgEbvJA0nlk=">AAACRHicdVDNSsNAGNzUv1r/Wj16WSyKp5KIoMdiLx4rtLXQhLLZbNql+xN2N0IJeQmv+jy+g+/gTbyK2zYH29KBD4aZb2CYMGFUG9f9dEpb2zu7e+X9ysHh0fFJtXba0zJVmHSxZFL1Q6QJo4J0DTWM9BNFEA8ZeQ4nrZn//EKUplJ0zDQhAUcjQWOKkbFS3+8kFPaG3rBadxvuHHCdeAWpgwLtYc258iOJU06EwQxpPfDcxAQZUoZiRvKKn2qSIDxBIzKwVCBOdJDNC+fw0ioRjKWyJwycq/8TGeJaT3loPzkyY73qzcRNnhnzfFljI6molSneYKy0NfF9kFGRpIYIvCgbpwwaCWcLwogqgg2bWoKwzVMM8RgphI3dueLPg1lLco5EpHO7rLe64zrp3TQ8t+E93dabD8XGZXAOLsA18MAdaIJH0AZdgAEDr+ANvDsfzpfz7fwsXktOkTkDS3B+/wCAMLJX</latexit>

<latexit sha1_base64="Au5PP3mb2RYiUSS01T3tI4lDENA=">AAACP3icdVBLS8NAGNz4rPXV6tFLsCieSiKCHouF4rGifUATymazaZfuI+xuhBLyE7zq7/Fn+Au8iVdvbtMcbEsHPhhmvoFhgpgSpR3n09rY3Nre2S3tlfcPDo+OK9WTrhKJRLiDBBWyH0CFKeG4o4mmuB9LDFlAcS+YNGd+7wVLRQR/1tMY+wyOOIkIgtpIT16rNazUnLqTw14lbkFqoEB7WLUuvVCghGGuEYVKDVwn1n4KpSaI4qzsJQrHEE3gCA8M5ZBh5ad518y+MEpoR0Ka49rO1f+JFDKlpiwwnwzqsVr2ZuI6T49ZtqjRkZDEyAStMZba6ujOTwmPE405mpeNEmprYc/Gs0MiMdJ0aghEJk+QjcZQQqTNxGUvD6ZNwRjkocrMsu7yjquke113nbr7eFNr3Bcbl8AZOAdXwAW3oAEeQBt0AAIj8ArewLv1YX1Z39bP/HXDKjKnYAHW7x+vY7B+</latexit>

In general, the error is not zero, so the minimizer V of (7) is not the value
function V π.
Nevertheless, it still has some good approximation properties.
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Bellman Error-based Error Bound: Supremum Norm

We can relate the error in approximating a value function to the
Bellman error:

∥V − V π∥∞ ≤
∥V − T πV ∥∞

1− γ
.

Recall that we proved this in the Structural Properties of MDP
lecture.

The Bellman error is a surrogate loss.
▶ Instead of minimizing ∥V − V π∥, we minimize its upper bound
∥V − TπV ∥.

▶ If the upper bound is small, the quantity of our interest is small too.

Caveat: This is the supremum norm.
▶ Very conservative and unforgiving
▶ In ML, we often minimize Lp-norms, e.g., L2.

We can provide a similar bound using a stationary distribution of a
policy π.
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Stationary Distribution of Policy π

Definition (Intuitive)

The stationary (or invariant) distribution of a policy π is the distribution
that does not change as we follow π.

We initiate the agent at X1 ∼ ρ ∈M(X ).
The agent follows π and gets to X2 ∼ Pπ(·|X1).

The probability distribution of X2 being in a (measurable) set B is

P {X2 ∈ B} =
∫

ρ(dx)Pπ(B|x),

or for countable state space, the probability of being in state y is

P {X2 = y} =
∑
x∈X

ρ(x)Pπ(y|x).
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Stationary Distribution of Policy π

If the distribution of X1 and X2 are both ρπ, we say that ρπ is the
stationary distribution induced by π.

It would be the distribution of X3, X4, . . . too.

If X1 and X2 are both at the stationary distribution, we have
P {X1 = y} = P {X2 = y} for any y ∈ X ,

P {X1 = y} = ρπ(y) =
∑
x∈X
Pπ(y|x)ρπ(x) = P {X2 = y} , (8)

or

ρπ(B) =

∫
ρπ(dx)Pπ(B|x). (9)
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Stationary Distribution of Policy π

For countable state spaces, we can write it in the matrix form.

If we denote Pπ by an n× n matrix with [Pπ]xy = Pπ(y|x), we have

ρπ(y) =
∑
x

Pπ
xyρ

π
x, ∀y ∈ X

so

ρπ⊤ = ρπ⊤Pπ. (10)

The distribution ρπ is the left eigenvector corresponding to eigenvalue
with value 1 of matrix Pπ (or likewise, the right eigenvector of Pπ⊤).
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Stationary Distribution of Policy π

Under certain conditions, a Markov chain induced by π converges to
ρπ, even if the initial distribution is not ρπ.

For any µ ∈M(X ), we have that

µ(Pπ)k → ρπ.
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Stationary Distribution of Policy π

Lemma

The Bellman operator T π is a γ-contraction w.r.t. ∥·∥2,ρπ .
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Bellman Error-based Error Bound w.r.t. the Stationary
Distribution

Proposition

Let ρπ be the stationary distribution of Pπ. For any V ∈ B(X ) and p ≥ 1,
we have

∥V − V π∥1,ρπ ≤
∥V − T πV ∥p,ρπ

1− γ
.

Remark

This is similar to ∥V − V π∥∞ ≤
∥V−TπV ∥∞

1−γ . but is w.r.t. the stationary
distribution ρπ.
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Bellman Error-based Error Bound w.r.t. the Stationary
Distribution (Proof)

For any V , we have that

V − V π = V − T πV + T πV − V π

= (V − T πV ) + (T πV − T πV π). (11)

The second term on the RHS, evaluated at a state x, is

(T πV )(x)− (T πV π)(x) = γ

∫
Pπ(dy|x)(V (y)− V π(y)).
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Bellman Error-based Error Bound w.r.t. the Stationary
Distribution (Proof)

Take the absolute value, use the obtained form of the second term, and
integrate w.r.t. ρπ:∫
|V (x)− V π(x)| dρπ(x) ≤

∫
|V (x)− (T πV )(x)|dρπ(x) +

γ

∫
dρπ(x)

∣∣∣∣∫ Pπ(dy|x)(V (y)− V π(y))

∣∣∣∣ .
By Jensen’s inequality, we have∫

|V (x)− V π(x)| dρπ(x) ≤
∫
|V (x)− (T πV )(x)|dρπ(x) +

γ

∫
dρπ(x)Pπ(dy|x) |V (y)− V π(y)| .
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Value Function Computation with a Function Approximator Bellman Residual Minimization (Population Version)

Bellman Error-based Error Bound w.r.t. the Stationary
Distribution (Proof)

Because ρπ is the stationary distribution, the second integral in the RHS
can be simplified as∫

dρπ(x)Pπ(dy|x) |V (y)− V π(y)| =
∫

dρπ(y) |V (y)− V π(y)| .

So

∥V − V π∥1,ρπ ≤ ∥V − T πV ∥1,ρπ + γ ∥V − V π∥1,ρπ .

After re-arranging, we get the result for p = 1.
By Jensen’s inequality, we have that ∥V − T πV ∥1,ρπ ≤ ∥V − T πV ∥p,ρπ ,
for any p ≥ 1.
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Projected Bellman Error
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Projected Bellman Error (Population Version)

BRM

PBE (Minimized by LSTD)

<latexit sha1_base64="akxNG7oyETB57Az5pNbylL/sRvQ=">AAACPXicdVDNSsNAGNzUv1r/Wj16WSyKp5KIoMdiLx5bsLXQhrLZbNql+xN2N0IJeQKv+jw+hw/gTbx6dZvmYFs68MEw8w0ME8SMauO6n05pa3tnd6+8Xzk4PDo+qdZOe1omCpMulkyqfoA0YVSQrqGGkX6sCOIBI8/BtDX3n1+I0lSKJzOLic/RWNCIYmSs1OmNqnW34eaA68QrSB0UaI9qztUwlDjhRBjMkNYDz42NnyJlKGYkqwwTTWKEp2hMBpYKxIn207xpBi+tEsJIKnvCwFz9n0gR13rGA/vJkZnoVW8ubvLMhGfLGhtLRa1M8QZjpa2J7v2UijgxROBF2Shh0Eg4nw6GVBFs2MwShG2eYognSCFs7MCVYR5MW5JzJEKd2WW91R3XSe+m4bkNr3Nbbz4UG5fBObgA18ADd6AJHkEbdAEGBLyCN/DufDhfzrfzs3gtOUXmDCzB+f0DViCv2A==</latexit>

<latexit sha1_base64="Hp8BUWGKUCOhTeYJl3AGJ5sXTHM=">AAACQnicdVBLSwMxGEzqq9ZXq0cvwaJ4Krsi6LHYi8cK7bbQlpLNZtvYPJYkK5Sl/8Gr/h7/hH/Bm3j1YPo42JYOfDDMfAPDhAlnxnreJ8xtbe/s7uX3CweHR8cnxdJpYFSqCW0SxZVuh9hQziRtWmY5bSeaYhFy2gpHtanfeqHaMCUbdpzQnsADyWJGsHVS0G0kDAX9YtmreDOgdeIvSBksUO+X4FU3UiQVVFrCsTEd30tsL8PaMsLppNBNDU0wGeEB7TgqsaCml83qTtClUyIUK+1OWjRT/ycyLIwZi9B9CmyHZtWbips8OxSTZY0PlGZOZmSDsdLWxve9jMkktVSSedk45cgqNN0PRUxTYvnYEUxcnhFEhlhjYt3Khe4smNWUEFhGZuKW9Vd3XCfBTcX3Kv7Tbbn6sNg4D87BBbgGPrgDVfAI6qAJCHgGr+ANvMMP+AW/4c/8NQcXmTOwBPj7BycssbM=</latexit>

<latexit sha1_base64="5ENgs5+9Qmgm9qqf7NJd01C+sxs=">AAACU3icdVBPSwJBHJ3drMyytOjUZUiKDiG7EdRREqSjgf/AFZkdRx2cP8vMbCDLfpiu9Xk69Fm6NK4eUvHBDx7v/R48Xhgxqo3n/TjuXm7/4DB/VDg+KZ6elcrnHS1jhUkbSyZVL0SaMCpI21DDSC9SBPGQkW44qy/87jtRmkrRMvOIDDiaCDqmGBkrDUuXQZMOk6DRuIcBj1MYtCIKO8NSxat6GeA28VekAlZoDsvObTCSOOZEGMyQ1n3fi8wgQcpQzEhaCGJNIoRnaEL6lgrEiR4kWf8U3lhlBMdS2RMGZur/RIK41nMe2k+OzFRvegtxl2emPF3X2EQqamWKdxgbbc34eZBQEcWGCLwsO44ZNBIuBoUjqgg2bG4JwjZPMcRTpBA2dvZCkAWTuuQciZFO7bL+5o7bpPNQ9b2q//ZYqb2sNs6DK3AN7oAPnkANvIImaAMMEvABPsGX8+38uq6bW766zipzAdbgFv8AEOa0ew==</latexit>

<latexit sha1_base64="Au5PP3mb2RYiUSS01T3tI4lDENA=">AAACP3icdVBLS8NAGNz4rPXV6tFLsCieSiKCHouF4rGifUATymazaZfuI+xuhBLyE7zq7/Fn+Au8iVdvbtMcbEsHPhhmvoFhgpgSpR3n09rY3Nre2S3tlfcPDo+OK9WTrhKJRLiDBBWyH0CFKeG4o4mmuB9LDFlAcS+YNGd+7wVLRQR/1tMY+wyOOIkIgtpIT16rNazUnLqTw14lbkFqoEB7WLUuvVCghGGuEYVKDVwn1n4KpSaI4qzsJQrHEE3gCA8M5ZBh5ad518y+MEpoR0Ka49rO1f+JFDKlpiwwnwzqsVr2ZuI6T49ZtqjRkZDEyAStMZba6ujOTwmPE405mpeNEmprYc/Gs0MiMdJ0aghEJk+QjcZQQqTNxGUvD6ZNwRjkocrMsu7yjquke113nbr7eFNr3Bcbl8AZOAdXwAW3oAEeQBt0AAIj8ArewLv1YX1Z39bP/HXDKjKnYAHW7x+vY7B+</latexit>
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Projected Bellman Error (Population Version)

BRM

PBE (Minimized by LSTD)

<latexit sha1_base64="akxNG7oyETB57Az5pNbylL/sRvQ=">AAACPXicdVDNSsNAGNzUv1r/Wj16WSyKp5KIoMdiLx5bsLXQhrLZbNql+xN2N0IJeQKv+jw+hw/gTbx6dZvmYFs68MEw8w0ME8SMauO6n05pa3tnd6+8Xzk4PDo+qdZOe1omCpMulkyqfoA0YVSQrqGGkX6sCOIBI8/BtDX3n1+I0lSKJzOLic/RWNCIYmSs1OmNqnW34eaA68QrSB0UaI9qztUwlDjhRBjMkNYDz42NnyJlKGYkqwwTTWKEp2hMBpYKxIn207xpBi+tEsJIKnvCwFz9n0gR13rGA/vJkZnoVW8ubvLMhGfLGhtLRa1M8QZjpa2J7v2UijgxROBF2Shh0Eg4nw6GVBFs2MwShG2eYognSCFs7MCVYR5MW5JzJEKd2WW91R3XSe+m4bkNr3Nbbz4UG5fBObgA18ADd6AJHkEbdAEGBLyCN/DufDhfzrfzs3gtOUXmDCzB+f0DViCv2A==</latexit>

<latexit sha1_base64="Hp8BUWGKUCOhTeYJl3AGJ5sXTHM=">AAACQnicdVBLSwMxGEzqq9ZXq0cvwaJ4Krsi6LHYi8cK7bbQlpLNZtvYPJYkK5Sl/8Gr/h7/hH/Bm3j1YPo42JYOfDDMfAPDhAlnxnreJ8xtbe/s7uX3CweHR8cnxdJpYFSqCW0SxZVuh9hQziRtWmY5bSeaYhFy2gpHtanfeqHaMCUbdpzQnsADyWJGsHVS0G0kDAX9YtmreDOgdeIvSBksUO+X4FU3UiQVVFrCsTEd30tsL8PaMsLppNBNDU0wGeEB7TgqsaCml83qTtClUyIUK+1OWjRT/ycyLIwZi9B9CmyHZtWbips8OxSTZY0PlGZOZmSDsdLWxve9jMkktVSSedk45cgqNN0PRUxTYvnYEUxcnhFEhlhjYt3Khe4smNWUEFhGZuKW9Vd3XCfBTcX3Kv7Tbbn6sNg4D87BBbgGPrgDVfAI6qAJCHgGr+ANvMMP+AW/4c/8NQcXmTOwBPj7BycssbM=</latexit>

<latexit sha1_base64="5ENgs5+9Qmgm9qqf7NJd01C+sxs=">AAACU3icdVBPSwJBHJ3drMyytOjUZUiKDiG7EdRREqSjgf/AFZkdRx2cP8vMbCDLfpiu9Xk69Fm6NK4eUvHBDx7v/R48Xhgxqo3n/TjuXm7/4DB/VDg+KZ6elcrnHS1jhUkbSyZVL0SaMCpI21DDSC9SBPGQkW44qy/87jtRmkrRMvOIDDiaCDqmGBkrDUuXQZMOk6DRuIcBj1MYtCIKO8NSxat6GeA28VekAlZoDsvObTCSOOZEGMyQ1n3fi8wgQcpQzEhaCGJNIoRnaEL6lgrEiR4kWf8U3lhlBMdS2RMGZur/RIK41nMe2k+OzFRvegtxl2emPF3X2EQqamWKdxgbbc34eZBQEcWGCLwsO44ZNBIuBoUjqgg2bG4JwjZPMcRTpBA2dvZCkAWTuuQciZFO7bL+5o7bpPNQ9b2q//ZYqb2sNs6DK3AN7oAPnkANvIImaAMMEvABPsGX8+38uq6bW766zipzAdbgFv8AEOa0ew==</latexit>

<latexit sha1_base64="Au5PP3mb2RYiUSS01T3tI4lDENA=">AAACP3icdVBLS8NAGNz4rPXV6tFLsCieSiKCHouF4rGifUATymazaZfuI+xuhBLyE7zq7/Fn+Au8iVdvbtMcbEsHPhhmvoFhgpgSpR3n09rY3Nre2S3tlfcPDo+OK9WTrhKJRLiDBBWyH0CFKeG4o4mmuB9LDFlAcS+YNGd+7wVLRQR/1tMY+wyOOIkIgtpIT16rNazUnLqTw14lbkFqoEB7WLUuvVCghGGuEYVKDVwn1n4KpSaI4qzsJQrHEE3gCA8M5ZBh5ad518y+MEpoR0Ka49rO1f+JFDKlpiwwnwzqsVr2ZuI6T49ZtqjRkZDEyAStMZba6ujOTwmPE405mpeNEmprYc/Gs0MiMdJ0aghEJk+QjcZQQqTNxGUvD6ZNwRjkocrMsu7yjquke113nbr7eFNr3Bcbl8AZOAdXwAW3oAEeQBt0AAIj8ArewLv1YX1Z39bP/HXDKjKnYAHW7x+vY7B+</latexit>

Main idea: The distance between a value function V ∈ F and the
projection of T πV onto F should be made small.

62 / 155



Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Projected Bellman Error (Population Version)

BRM

PBE (Minimized by LSTD)

<latexit sha1_base64="akxNG7oyETB57Az5pNbylL/sRvQ=">AAACPXicdVDNSsNAGNzUv1r/Wj16WSyKp5KIoMdiLx5bsLXQhrLZbNql+xN2N0IJeQKv+jw+hw/gTbx6dZvmYFs68MEw8w0ME8SMauO6n05pa3tnd6+8Xzk4PDo+qdZOe1omCpMulkyqfoA0YVSQrqGGkX6sCOIBI8/BtDX3n1+I0lSKJzOLic/RWNCIYmSs1OmNqnW34eaA68QrSB0UaI9qztUwlDjhRBjMkNYDz42NnyJlKGYkqwwTTWKEp2hMBpYKxIn207xpBi+tEsJIKnvCwFz9n0gR13rGA/vJkZnoVW8ubvLMhGfLGhtLRa1M8QZjpa2J7v2UijgxROBF2Shh0Eg4nw6GVBFs2MwShG2eYognSCFs7MCVYR5MW5JzJEKd2WW91R3XSe+m4bkNr3Nbbz4UG5fBObgA18ADd6AJHkEbdAEGBLyCN/DufDhfzrfzs3gtOUXmDCzB+f0DViCv2A==</latexit>

<latexit sha1_base64="Hp8BUWGKUCOhTeYJl3AGJ5sXTHM=">AAACQnicdVBLSwMxGEzqq9ZXq0cvwaJ4Krsi6LHYi8cK7bbQlpLNZtvYPJYkK5Sl/8Gr/h7/hH/Bm3j1YPo42JYOfDDMfAPDhAlnxnreJ8xtbe/s7uX3CweHR8cnxdJpYFSqCW0SxZVuh9hQziRtWmY5bSeaYhFy2gpHtanfeqHaMCUbdpzQnsADyWJGsHVS0G0kDAX9YtmreDOgdeIvSBksUO+X4FU3UiQVVFrCsTEd30tsL8PaMsLppNBNDU0wGeEB7TgqsaCml83qTtClUyIUK+1OWjRT/ycyLIwZi9B9CmyHZtWbips8OxSTZY0PlGZOZmSDsdLWxve9jMkktVSSedk45cgqNN0PRUxTYvnYEUxcnhFEhlhjYt3Khe4smNWUEFhGZuKW9Vd3XCfBTcX3Kv7Tbbn6sNg4D87BBbgGPrgDVfAI6qAJCHgGr+ANvMMP+AW/4c/8NQcXmTOwBPj7BycssbM=</latexit>

<latexit sha1_base64="5ENgs5+9Qmgm9qqf7NJd01C+sxs=">AAACU3icdVBPSwJBHJ3drMyytOjUZUiKDiG7EdRREqSjgf/AFZkdRx2cP8vMbCDLfpiu9Xk69Fm6NK4eUvHBDx7v/R48Xhgxqo3n/TjuXm7/4DB/VDg+KZ6elcrnHS1jhUkbSyZVL0SaMCpI21DDSC9SBPGQkW44qy/87jtRmkrRMvOIDDiaCDqmGBkrDUuXQZMOk6DRuIcBj1MYtCIKO8NSxat6GeA28VekAlZoDsvObTCSOOZEGMyQ1n3fi8wgQcpQzEhaCGJNIoRnaEL6lgrEiR4kWf8U3lhlBMdS2RMGZur/RIK41nMe2k+OzFRvegtxl2emPF3X2EQqamWKdxgbbc34eZBQEcWGCLwsO44ZNBIuBoUjqgg2bG4JwjZPMcRTpBA2dvZCkAWTuuQciZFO7bL+5o7bpPNQ9b2q//ZYqb2sNs6DK3AN7oAPnkANvIImaAMMEvABPsGX8+38uq6bW766zipzAdbgFv8AEOa0ew==</latexit>

<latexit sha1_base64="Au5PP3mb2RYiUSS01T3tI4lDENA=">AAACP3icdVBLS8NAGNz4rPXV6tFLsCieSiKCHouF4rGifUATymazaZfuI+xuhBLyE7zq7/Fn+Au8iVdvbtMcbEsHPhhmvoFhgpgSpR3n09rY3Nre2S3tlfcPDo+OK9WTrhKJRLiDBBWyH0CFKeG4o4mmuB9LDFlAcS+YNGd+7wVLRQR/1tMY+wyOOIkIgtpIT16rNazUnLqTw14lbkFqoEB7WLUuvVCghGGuEYVKDVwn1n4KpSaI4qzsJQrHEE3gCA8M5ZBh5ad518y+MEpoR0Ka49rO1f+JFDKlpiwwnwzqsVr2ZuI6T49ZtqjRkZDEyAStMZba6ujOTwmPE405mpeNEmprYc/Gs0MiMdJ0aghEJk+QjcZQQqTNxGUvD6ZNwRjkocrMsu7yjquke113nbr7eFNr3Bcbl8AZOAdXwAW3oAEeQBt0AAIj8ArewLv1YX1Z39bP/HXDKjKnYAHW7x+vY7B+</latexit>

We find a V ∈ F such that

V = ΠF ,µT
πV, (12)

where ΠF ,µ is the projection operator onto F .
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Projection Operator

The projection operator ΠF ,µ is a linear operator that takes V ∈ B(X ) and
maps it to the closest point on F , measured according to its L2(µ) norm.

ΠF ,µV ≜ argmin
V ′∈F

∥∥V ′ − V
∥∥
2,µ

.

If the choice of distribution µ is clear from the context, we may omit it.
Some properties:

ΠF ,µV ∈ F .
If V ∈ F , we have ΠF ,µV = V .

The projection operator onto a subspace (also a closed convex set) is
a non-expansion, i.e., ∥ΠF ,µV1 −ΠF ,µV2∥2,µ ≤ ∥V1 − V2∥2,µ.
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Projected Bellman Error (Population)

We can define a loss function based on V = ΠFT
πV (12).

We can use different norms. A common choice is the L2(µ)-norm:

∥V −ΠFT
πV ∥2,µ . (13)

This is called Projected Bellman Error or its squared valued as Mean
Squared Projected Bellman Error (MSPBE).
We find the value function by solving the following optimization problem:

V ← argmin
V ∈F

∥V −ΠFT
πV ∥2,µ . (14)
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Projected Bellman Error (Population)

As V ∈ F ,

V −ΠF ,µT
πV = ΠF ,µV −ΠF ,µT

πV

= ΠF ,µ(V − T πV )

= −ΠF ,µ(BR(V )).

So the loss is

∥V −ΠFT
πV ∥2,µ = ∥ΠF ,µ(BR(V ))∥2,µ

The norm of the projection of the Bellman residual onto F .
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Bellman Residual Minimization vs Projected Bellman Error

BRM

PBE (Minimized by LSTD)

<latexit sha1_base64="akxNG7oyETB57Az5pNbylL/sRvQ=">AAACPXicdVDNSsNAGNzUv1r/Wj16WSyKp5KIoMdiLx5bsLXQhrLZbNql+xN2N0IJeQKv+jw+hw/gTbx6dZvmYFs68MEw8w0ME8SMauO6n05pa3tnd6+8Xzk4PDo+qdZOe1omCpMulkyqfoA0YVSQrqGGkX6sCOIBI8/BtDX3n1+I0lSKJzOLic/RWNCIYmSs1OmNqnW34eaA68QrSB0UaI9qztUwlDjhRBjMkNYDz42NnyJlKGYkqwwTTWKEp2hMBpYKxIn207xpBi+tEsJIKnvCwFz9n0gR13rGA/vJkZnoVW8ubvLMhGfLGhtLRa1M8QZjpa2J7v2UijgxROBF2Shh0Eg4nw6GVBFs2MwShG2eYognSCFs7MCVYR5MW5JzJEKd2WW91R3XSe+m4bkNr3Nbbz4UG5fBObgA18ADd6AJHkEbdAEGBLyCN/DufDhfzrfzs3gtOUXmDCzB+f0DViCv2A==</latexit>

<latexit sha1_base64="Hp8BUWGKUCOhTeYJl3AGJ5sXTHM=">AAACQnicdVBLSwMxGEzqq9ZXq0cvwaJ4Krsi6LHYi8cK7bbQlpLNZtvYPJYkK5Sl/8Gr/h7/hH/Bm3j1YPo42JYOfDDMfAPDhAlnxnreJ8xtbe/s7uX3CweHR8cnxdJpYFSqCW0SxZVuh9hQziRtWmY5bSeaYhFy2gpHtanfeqHaMCUbdpzQnsADyWJGsHVS0G0kDAX9YtmreDOgdeIvSBksUO+X4FU3UiQVVFrCsTEd30tsL8PaMsLppNBNDU0wGeEB7TgqsaCml83qTtClUyIUK+1OWjRT/ycyLIwZi9B9CmyHZtWbips8OxSTZY0PlGZOZmSDsdLWxve9jMkktVSSedk45cgqNN0PRUxTYvnYEUxcnhFEhlhjYt3Khe4smNWUEFhGZuKW9Vd3XCfBTcX3Kv7Tbbn6sNg4D87BBbgGPrgDVfAI6qAJCHgGr+ANvMMP+AW/4c/8NQcXmTOwBPj7BycssbM=</latexit>

<latexit sha1_base64="5ENgs5+9Qmgm9qqf7NJd01C+sxs=">AAACU3icdVBPSwJBHJ3drMyytOjUZUiKDiG7EdRREqSjgf/AFZkdRx2cP8vMbCDLfpiu9Xk69Fm6NK4eUvHBDx7v/R48Xhgxqo3n/TjuXm7/4DB/VDg+KZ6elcrnHS1jhUkbSyZVL0SaMCpI21DDSC9SBPGQkW44qy/87jtRmkrRMvOIDDiaCDqmGBkrDUuXQZMOk6DRuIcBj1MYtCIKO8NSxat6GeA28VekAlZoDsvObTCSOOZEGMyQ1n3fi8wgQcpQzEhaCGJNIoRnaEL6lgrEiR4kWf8U3lhlBMdS2RMGZur/RIK41nMe2k+OzFRvegtxl2emPF3X2EQqamWKdxgbbc34eZBQEcWGCLwsO44ZNBIuBoUjqgg2bG4JwjZPMcRTpBA2dvZCkAWTuuQciZFO7bL+5o7bpPNQ9b2q//ZYqb2sNs6DK3AN7oAPnkANvIImaAMMEvABPsGX8+38uq6bW766zipzAdbgFv8AEOa0ew==</latexit>

<latexit sha1_base64="Au5PP3mb2RYiUSS01T3tI4lDENA=">AAACP3icdVBLS8NAGNz4rPXV6tFLsCieSiKCHouF4rGifUATymazaZfuI+xuhBLyE7zq7/Fn+Au8iVdvbtMcbEsHPhhmvoFhgpgSpR3n09rY3Nre2S3tlfcPDo+OK9WTrhKJRLiDBBWyH0CFKeG4o4mmuB9LDFlAcS+YNGd+7wVLRQR/1tMY+wyOOIkIgtpIT16rNazUnLqTw14lbkFqoEB7WLUuvVCghGGuEYVKDVwn1n4KpSaI4qzsJQrHEE3gCA8M5ZBh5ad518y+MEpoR0Ka49rO1f+JFDKlpiwwnwzqsVr2ZuI6T49ZtqjRkZDEyAStMZba6ujOTwmPE405mpeNEmprYc/Gs0MiMdJ0aghEJk+QjcZQQqTNxGUvD6ZNwRjkocrMsu7yjquke113nbr7eFNr3Bcbl8AZOAdXwAW3oAEeQBt0AAIj8ArewLv1YX1Z39bP/HXDKjKnYAHW7x+vY7B+</latexit>

Bellman Residual Minimization:

V ← argmin
V ∈F

∥V − T πV ∥p,µ = ∥BR(V )∥p,µ .

Projected Bellman Error:

V ← argmin
V ∈F

∥V −ΠFT
πV ∥2,µ = ∥ΠF ,µ(BR(V ))∥2,µ
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Coupled (Nested) Formulation of Projected Bellman Error

BRM

PBE (Minimized by LSTD)

<latexit sha1_base64="akxNG7oyETB57Az5pNbylL/sRvQ=">AAACPXicdVDNSsNAGNzUv1r/Wj16WSyKp5KIoMdiLx5bsLXQhrLZbNql+xN2N0IJeQKv+jw+hw/gTbx6dZvmYFs68MEw8w0ME8SMauO6n05pa3tnd6+8Xzk4PDo+qdZOe1omCpMulkyqfoA0YVSQrqGGkX6sCOIBI8/BtDX3n1+I0lSKJzOLic/RWNCIYmSs1OmNqnW34eaA68QrSB0UaI9qztUwlDjhRBjMkNYDz42NnyJlKGYkqwwTTWKEp2hMBpYKxIn207xpBi+tEsJIKnvCwFz9n0gR13rGA/vJkZnoVW8ubvLMhGfLGhtLRa1M8QZjpa2J7v2UijgxROBF2Shh0Eg4nw6GVBFs2MwShG2eYognSCFs7MCVYR5MW5JzJEKd2WW91R3XSe+m4bkNr3Nbbz4UG5fBObgA18ADd6AJHkEbdAEGBLyCN/DufDhfzrfzs3gtOUXmDCzB+f0DViCv2A==</latexit>

<latexit sha1_base64="Hp8BUWGKUCOhTeYJl3AGJ5sXTHM=">AAACQnicdVBLSwMxGEzqq9ZXq0cvwaJ4Krsi6LHYi8cK7bbQlpLNZtvYPJYkK5Sl/8Gr/h7/hH/Bm3j1YPo42JYOfDDMfAPDhAlnxnreJ8xtbe/s7uX3CweHR8cnxdJpYFSqCW0SxZVuh9hQziRtWmY5bSeaYhFy2gpHtanfeqHaMCUbdpzQnsADyWJGsHVS0G0kDAX9YtmreDOgdeIvSBksUO+X4FU3UiQVVFrCsTEd30tsL8PaMsLppNBNDU0wGeEB7TgqsaCml83qTtClUyIUK+1OWjRT/ycyLIwZi9B9CmyHZtWbips8OxSTZY0PlGZOZmSDsdLWxve9jMkktVSSedk45cgqNN0PRUxTYvnYEUxcnhFEhlhjYt3Khe4smNWUEFhGZuKW9Vd3XCfBTcX3Kv7Tbbn6sNg4D87BBbgGPrgDVfAI6qAJCHgGr+ANvMMP+AW/4c/8NQcXmTOwBPj7BycssbM=</latexit>

<latexit sha1_base64="5ENgs5+9Qmgm9qqf7NJd01C+sxs=">AAACU3icdVBPSwJBHJ3drMyytOjUZUiKDiG7EdRREqSjgf/AFZkdRx2cP8vMbCDLfpiu9Xk69Fm6NK4eUvHBDx7v/R48Xhgxqo3n/TjuXm7/4DB/VDg+KZ6elcrnHS1jhUkbSyZVL0SaMCpI21DDSC9SBPGQkW44qy/87jtRmkrRMvOIDDiaCDqmGBkrDUuXQZMOk6DRuIcBj1MYtCIKO8NSxat6GeA28VekAlZoDsvObTCSOOZEGMyQ1n3fi8wgQcpQzEhaCGJNIoRnaEL6lgrEiR4kWf8U3lhlBMdS2RMGZur/RIK41nMe2k+OzFRvegtxl2emPF3X2EQqamWKdxgbbc34eZBQEcWGCLwsO44ZNBIuBoUjqgg2bG4JwjZPMcRTpBA2dvZCkAWTuuQciZFO7bL+5o7bpPNQ9b2q//ZYqb2sNs6DK3AN7oAPnkANvIImaAMMEvABPsGX8+38uq6bW766zipzAdbgFv8AEOa0ew==</latexit>

<latexit sha1_base64="Au5PP3mb2RYiUSS01T3tI4lDENA=">AAACP3icdVBLS8NAGNz4rPXV6tFLsCieSiKCHouF4rGifUATymazaZfuI+xuhBLyE7zq7/Fn+Au8iVdvbtMcbEsHPhhmvoFhgpgSpR3n09rY3Nre2S3tlfcPDo+OK9WTrhKJRLiDBBWyH0CFKeG4o4mmuB9LDFlAcS+YNGd+7wVLRQR/1tMY+wyOOIkIgtpIT16rNazUnLqTw14lbkFqoEB7WLUuvVCghGGuEYVKDVwn1n4KpSaI4qzsJQrHEE3gCA8M5ZBh5ad518y+MEpoR0Ka49rO1f+JFDKlpiwwnwzqsVr2ZuI6T49ZtqjRkZDEyAStMZba6ujOTwmPE405mpeNEmprYc/Gs0MiMdJ0aghEJk+QjcZQQqTNxGUvD6ZNwRjkocrMsu7yjquke113nbr7eFNr3Bcbl8AZOAdXwAW3oAEeQBt0AAIj8ArewLv1YX1Z39bP/HXDKjKnYAHW7x+vY7B+</latexit>

We can think of the PBE as simultaneously solving these two coupled (or
nested) optimization problems:

V ← argmin
V ′∈F

∥∥∥V ′ − Ṽ (V ′)
∥∥∥2
2,µ

,

Ṽ (V ′)← argmin
V ′′∈F

∥∥V ′′ − T πV ′∥∥2
2,µ

. (15)
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Coupled (Nested) Formulation of Projected Bellman Error

If F is a linear function space, the projection has a closed-form
solution.

For more general spaces, the solution may not be simple.

Regularized variants: suitable for avoiding overfitting when F is a
very large function space.

V ← argmin
V ′∈F

∥∥∥V ′ − Ṽ (V ′)
∥∥∥2
2,µ

+ λJ(V ′),

Ṽ (V ′)← argmin
V ′′∈F

∥∥V ′′ − T πV ′∥∥2
2,µ

+ λJ(V ′′).
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Solving PBE: Several Surprisingly Disparate Approaches

There are different approaches to solve (14), some of which may not
appear to be related at first glance.
Let us look at the abstract problem of solving a linear system of equations
before getting back to this.

70 / 155



Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Solving Ax ≈ b

Suppose that we want to solve a linear system of equations

Ax ≈ b, (16)

with A ∈ RN×d, x ∈ Rd, and b ∈ RN (N ≥ d).
When N > d, this is an overdetermined system so the equality may not be
satisfied.
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Solving Ax ≈ b: Optimization Approach

Formulate it as an optimization problem:

x∗ ← argmin
x∈Rd

1

2
∥Ax− b∥22 =

1

2
(Ax− b)⊤(Ax− b). (17)

We can use our favourite numerical optimizer to solve it, e.g., Gradient
Descent (GD).
As the gradient of 1

2(Ax− b)⊤(Ax− b) is

A⊤
d×N (AN×dx− b),

the GD procedure would be

xk+1 ← xk − αA⊤(Axk − b).

We can use more advanced optimization techniques too. This approach
finds an x∗ that minimizes the squared error loss function.
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Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Solving Ax ≈ b: Direct Approach

Solve for the zero of the gradient:

A⊤Ax = A⊤b⇒ x∗ = (A⊤A)−1A⊤b, (18)

assuming the invertibility of A⊤A.
For this approach, we need to have a method to invert the matrix A⊤A.
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Solving Ax ≈ b: Fixed-Point Iteration

We can rewrite Ax = b as

(I−A)x+ b = x.

Suppose N = d. This is of the form of a fixed-point equation

Lx = x

with L : Rd → Rd being the mapping

L : x 7→ (I−A)x+ b.
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Solving Ax ≈ b: Fixed-Point Iteration

If L is a contraction mapping (not always the case), by the Banach fixed
point theorem, the iterative procedure

xk+1 ← Lxk = (I−A)xk + b (19)

converges to x∗, the solution of Ax∗ = b.
It is also possible to define a slightly modified procedure of

xk+1 ← (1− α)xk + αLxk. (20)

This is similar to the iterative procedure we saw before in the SA (without
noise).
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Least Squares Temporal Difference Learning (Population)

Instead of minimizing ∥V −ΠFT
πV ∥2,µ over value functions V ∈ F , we

provide a direct solution similar to (18).
F : a linear FA with basis functions (or features) ϕ1, . . . , ϕp.

F =
{
x 7→ ϕ(x)⊤w : w ∈ Rp

}
.

Goal: Find a value function that satisfies

V (x) = (ΠF ,µT
πV ) (x), ∀x ∈ X , (21)

where V is restricted to be in F .
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Least Squares Temporal Difference Learning (Population)

We assume that X is finite and has N states, potentially much larger than
p.
Each ϕi (i = 1, . . . , p) is an N -dimensional vector, in the form of

ϕi =

 ϕi(x1)
...

ϕi(xN )


The matrix of concatenating all features, Φ ∈ RN×p, is:

Φ =
[
ϕ1 · · · ϕp

]
.

The value function corresponding to a weight w ∈ Rp is

VN×1 = ΦN×pwp.
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Least Squares Temporal Difference Learning (Population)

Solving V = (ΠF ,µT
πV ) when V = V (w) = Φw ∈ F means that we have

to find a w ∈ Rp such that

Φw = ΠF ,µT
πΦw. (22)
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Least Squares Temporal Difference Learning (Population)

The µ-weighted inner product between V1, V2 ∈ RN :

⟨V1 , V2 ⟩µ =
∑
x

V1(x)V2(x)µ(x) = V ⊤
1 MV2, (23)

with M = diag(µ).
The L2(µ)-norm:

∥V ∥22,µ = ⟨V , V ⟩µ =
∑
x∈X
|V (x)|2µ(x) = V ⊤MV.
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Least Squares Temporal Difference Learning (Population)

The projection operator onto a linear F would be

ΠF ,µV = argmin
V ′∈F

∥∥V ′ − V
∥∥2
2,µ

.

We can identify the projected function V̂ = Φw+ = ΠF ,µV with the
weight w+ minimizing the following:

argmin
w∈Rp

∥Φw − V ∥22,µ = argmin
w∈Rp

(Φw − V )⊤M(Φw − V ).

Taking the derivative and setting it to zero:

Φ⊤M(Φw − V ) = 0⇒ w+ = (Φ⊤MΦ)−1Φ⊤MV

(assuming that Φ⊤MΦ is invertible.)
The projected function is Φw+, i.e.,

ΠF ,µV = Φ(Φ⊤MΦ)−1Φ⊤MV. (24)
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Least Squares Temporal Difference Learning (Population)

We have

(T πΦw)N×1 = rπN×1 + γPπ
N×NΦN×pwp.

Combining all these:

Φw =
[
Φ(Φ⊤MΦ)−1Φ⊤M

]
[rπ + γPπΦw] . (25)

Two approaches to solve this:

Solve directly, cf (18).

Fixed-point iteration, cf (20).
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Least Squares Temporal Difference Learning (Population)

Multiply both sides of (25) by Φ⊤M and simplify:

Φ⊤MΦw = Φ⊤MΦ(Φ⊤MΦ)−1Φ⊤M [rπ + γPπΦw]

= Φ⊤M [rπ + γPπΦw] .

⇒Φ⊤M [rπ + γPπΦw − Φw] = 0. (26)

Re-arrange to [
Φ⊤MΦ− γΦ⊤MPπΦ

]
w = Φ⊤Mrπ.

Solving for w:

w =
[
Φ⊤M(Φ− γPπΦ)

]−1
Φ⊤Mrπ. (27)

This is the population version of the Least Squares Temporal Difference
(LSTD) method.
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Least Squares Temporal Difference Learning (Population)
– Geometric Intuition

BRM

PBE (Minimized by LSTD)
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Φ⊤M [rπ + γPπΦw − Φw] = 0

⟨V1 , V2 ⟩µ = V ⊤
1 MV2

⟨ϕi , T
πV (w)− V (w) ⟩µ = ⟨ϕi , BR(V (w)) ⟩µ = 0, ∀i = 1, . . . , p.

LSTD finds a w such that the Bellman Residual is orthogonal to the basis
of F .
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Fixed Point Iteration for Projected Bellman Operator –
Approach #1

We design two iterative approaches for finding the fixed-point of
ΠF ,µT

π, see (12).

We attempt to design methods that look like an SA iteration, so
when we deal with the samples, instead of the true model, they can
handle the noise.

We specifically focus on the case when the distribution µ is the
stationary distribution ρπ of π.
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Fixed Point Iteration for Projected Bellman Operator –
Approach #1

Consider

V̂k+1 ← (1− α)V̂k + αΠF ,ρπT
πV̂k, (28)

with 0 < α ≤ 1.
A fixed-point iterative method with the operator

L : V 7→ [(1− α)I+ αΠF ,ρπT
π]V.

This operator is a contraction w.r.t. L2(ρ
π):

∥LV1 − LV2∥2,ρπ ≤(1− α) ∥V1 − V2∥2,ρπ
+ α ∥ΠF ,ρπT

πV1 −ΠF ,ρπT
πV2∥2,ρπ . (29)
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Fixed Point Iteration for Projected Bellman Operator –
Approach #1

The projection operator ΠF ,ρπ is non-expansive w.r.t. the L2(ρ
π)

The Bellman operator T π is γ-contraction w.r.t. the same norm
(Lemma 2).

∥ΠF ,ρπT
πV1 −ΠF ,ρπT

πV2∥2,ρπ ≤ ∥T πV1 − T πV2∥2,ρπ
≤ γ ∥V1 − V2∥2,ρπ .

This, together with (29), shows that

∥LV1 − LV2∥2,ρπ ≤ [(1− α) + αγ] ∥V1 − V2∥2,ρπ .

If 0 < α ≤ 1, we also have (1− α) + αγ < 1, therefore, L is a contraction
operator.
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Fixed Point Iteration for Projected Bellman Operator –
Approach #1

The iterative method (28) is going to be convergent.

V̂k+1 ← (1− α)V̂k + αΠF ,ρπT
πV̂k

Note: Its projection operator is w.r.t. ∥·∥2,ρπ . The convergence
property may not hold for other µ ̸= ρπ.
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Fixed Point Iteration for Projected Bellman Operator –
Approach #1

Let us use a linear FA:
V̂k = Φwk.

We use the explicit formula (24) for the projection operator ΠF ,ρπ .
We use D = diag(ρπ), instead of M , in order to emphasize the
dependence on ρπ.
The iteration (28) can be written as

V̂k+1 = Φwk+1 ←(1− α)Φwk +

αΦ(Φ⊤DπΦ)−1Φ⊤Dπ [rπ + γPπΦwk] .
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Fixed Point Iteration for Projected Bellman Operator –
Approach #1

Multiply both sides by Φ⊤Dπ:

(Φ⊤DπΦ)wk+1 ←(1− α)(Φ⊤DπΦ)wk +

α(Φ⊤DπΦ)(Φ⊤DπΦ)−1Φ⊤Dπ [rπ + γPπΦwk] .

Assuming that Φ⊤DπΦ is invertible:

wk+1 ← (1− α)wk + α(Φ⊤DπΦ)−1Φ⊤Dπ [rπ + γPπΦwk] . (30)

This is a convergent iteration and converges to the fixed point of
Φw = ΠF ,ρπT

πΦw (21).
This is the same as the LSTD’s solution (27) with the distribution ρπ.
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Fixed Point Iteration for Projected Bellman Operator –
Approach #1

wk+1 ← (1− α)wk + α(Φ⊤DπΦ)−1Φ⊤Dπ [rπ + γPπΦwk] .

This requires a one-time inversion of a p× p matrix
(Φ⊤DπΦ) =

∑
x ρ(x)ϕ(x)ϕ

⊤(x), which is O(p3) operation.

A matrix-vector multiplication at every time step O(p2).

When we move to the online setting, where this matrix itself is
updated as every new data point arrives, a naive approach of
updating the matrix and re-computing its inverse, would be costly.

90 / 155



Value Function Computation with a Function Approximator Projected Bellman Error (Population Version)

Fixed Point Iteration for Projected Bellman Operator –
Approach #2

From (26):

Φ⊤Dπ [rπ + γPπΦw − Φw] = 0. (31)

The same solution as the LSTD solution.

If Lw = 0, we also have αLw = 0.

Adding an identity to both sides does not change the equation

w + αLw = w.

This is in the form of a fixed-point equation for a new operator

L′ : w 7→ (I+ αL)w.

The fixed point of L′ is the same as the solution of Lw = 0.

We may apply wk+1 ← L′wk = (I+ αL)wk, assuming L′ is a
contraction.
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Fixed Point Iteration for Projected Bellman Operator –
Approach #2

If we choose L : w 7→ Φ⊤Dπ [rπ + γPπΦw − Φw], we get the following
iterative procedure, which is somewhat similar to (20):

wk+1 ← wk + αΦ⊤Dπ [rπ + γPπΦwk − Φwk]

=(I− αA)wk + αΦ⊤Dπrπ, (32)

with A = Φ⊤Dπ(I− γPπ)Φ.

Remark

This iterative procedure is not a convex combination of ΠF ,ρπT
π with the

identity matrix, as (28) was, so the condition for convergence does not
follow from what we had before.
Despite that, we can show that for small enough α, it is convergent.
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Error Bound on the LSTD Solution

Suppose that we find
V = ΠF ,ρπT

πV.

For the linear FA, the LSTD method (population) (27) and the fixed point
iterations (28) and (32) find this solution. Let us call this the TD solution
VTD.
Q: How close is this value function to the true value function V π?
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Error Bound on the LSTD Solution

If the value function space F cannot represent V π precisely, which is
often the case under function approximation, we cannot expect to
have a small error.

The smallest error we can hope is ∥ΠF ,ρπV
π − V π∥.

The TD solution is not as close to V π as the projection of V π onto
F , but it can be close to that.

Proposition

If ρπ is the stationary distribution of π, we have

∥VTD − V π∥2,ρπ ≤
∥ΠF ,ρπV

π − V π∥2,ρπ√
1− γ2

.
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Batch RL Methods
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From Population-based Methods to Sample-based Methods

We use ideas developed in the previous section to develop RL
algorithms that work with function approximators.

Key step: Finding an empirical version of the relevant quantities and
estimate them using data.

For example, many of the aforementioned methods require the
computation of TV . If the model is not known, this cannot be
computed. We have to come up with a procedure that estimates TV
based only on data.
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Batch RL

We consider the batch (or offline) data setting.

The data is already collected, and we are interested in using it to
estimate quantities such as Qπ or Q∗.

Suppose that we have

Dn = {(Xi, Ai, Ri, X
′
i)}ni=1, (33)

with (Xi, Ai) ∼ µ ∈M(X ×A), and X ′
i ∼ P(·|Xi, Ai) and

Ri ∼ R(·|Xi, Ai).

The data could be generated by following a behaviour policy πb and
having trajectories in the form of (X1, A1, R1, X2, A2, R2, . . . ). In
this case, X ′

t = Xt+1.
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Batch RL

In the batch setting, the agent does not interact with the
environment while it is computing Qπ, Q∗, etc.

This can be contrasted with the online method such as TD or
Q-Learning, where the agent updates its estimate of the value
function as each data point arrives.

The boundary between the batch and online methods is blurry.

A method may collect a batch of data, process them, and then collect
a new batch of data, possibly based on a policy resulting from the
previous batch processing computation.
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Value Function Approximation Given the Monte Carlo
Estimates

A batch of data:

Dn = {(Xi, Ai, G
π(Xi, Ai))}ni=1,

with Gπ(Xi, Ai) being a return of being at state Xi, taking action Ai, and
following the policy π afterwards.
The distribution of (Xi, Ai) ∼ µ.
The return can be obtained using the initial-state only MC by selecting
(Xi, Ai) ∼ µ and then following π until the end of episode (in the episodic
case).
Q: Any other approach?
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Value Function Approximation Given the Monte Carlo
Estimates

Population loss function:

Q← argmin
Q∈F

∥Q−Qπ∥2,µ . (34)

Two differences with the current setup:

We do not have a direct access to the distribution µ and only have
samples from it.

We do not know Qπ itself and we only have unbiased estimates Gπ at
a finite number of data points.
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Value Function Approximation Given the Monte Carlo
Estimates

Having access to unbiased noisy estimate of Qπ does not change the
solution of the minimization problem.
For any Q, we can decompose:

E
[
|Q(X,A)−Gπ(X,A)|2

]
=

E
[
|Q(X,A)−Qπ(X,A) +Qπ(X,A)−Gπ(X,A)|2

]
=

E
[
|Q(X,A)−Qπ(X,A)|2

]
+

E
[
|Qπ(X,A)−Gπ(X,A)|2

]
+

2E [(Q(X,A)−Qπ(X,A)) (Qπ(X,A)−Gπ(X,A))] .

The first term is ∥Q−Qπ∥22,µ.
The second term is E [Var [Gπ(X,A) | X,A]] .
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Value Function Approximation Given the Monte Carlo
Estimates

The inner product term:

E [(Q(X,A)−Qπ(X,A)) (Qπ(X,A)−Gπ(X,A))] =

E [E [(Q(X,A)−Qπ(X,A)) (Qπ(X,A)−Gπ(X,A)) | X,A]] =

E [(Q(X,A)−Qπ(X,A)) (Qπ(X,A)− E [Gπ(X,A) | X,A])] = 0.

As E [Gπ(X,A) | X,A] is equal to Qπ(X,A), the inside of second
parenthesis in the last equality is zero. So the value of this term is zero.
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Value Function Approximation Given the Monte Carlo
Estimates

argmin
Q∈F

E
[
|Q(X,A)−Gπ(X,A)|2

]
=

argmin
Q∈F

{
E
[
|Q(X,A)−Qπ(X,A)|2

]
+ E [Var [Gπ(X,A) | X,A]]

}
=

argmin
Q∈F

∥Q−Qπ∥22,µ ,

as the variance term E [Var [Gπ(X,A) | X,A]] is not a function of Q, so it
does not change the minimizer. If we could find the minimizer of

E
[
|Q(X,A)−Gπ(X,A)|2

]
, the solution would be the same as the

minimizer of (34).
Recall that we encountered a similar conclusion in (3) for the supervised
learning problem. This is not surprising because when with MC estimates
as the target values, we are solving a supervised learning problem.
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Value Function Approximation Given the Monte Carlo
Estimates

We cannot compute the expectation because we do not know µ.

We only have samples from it.

A common solution in ML to address this issue is to use the empirical
risk minimization (ERM), which prescribes that we solve

Q̂← argmin
Q∈F

1

n

n∑
i=1

|Q(Xi, Ai)−Gπ(Xi, Ai)|2 = ∥Q−Gπ∥22,Dn
.

(35)

This is indeed a regression problem with the squared error loss.

We can can add a regularizer too.
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Value Function Approximation Given the Monte Carlo
Estimates

Some questions:

How close is this Q̂ to the minimizer of ∥Q−Qπ∥2,µ?
How close is it to Qπ?

What is the effect of the number of samples n?

What about the effect of the function space F?
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Value Function Approximation Given the Monte Carlo
Estimates – Statistical Guarantee

Assumption A1 We assume that

(a) Zi = (Xi, Ai) (i = 1, . . . , n) are i.i.d. samples from distribution
µ ∈M(X ×A).

(b) The reward distribution R(·|x, a) is Rmax-bounded for any
(x, a) ∈ X ×A.

(c) The functions in F are Qmax = Rmax
1−γ bounded.

(d) The function space has a finite number of members |F| <∞.
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Value Function Approximation Given the Monte Carlo
Estimates – Statistical Guarantee

Theorem (Regression)

Consider the solution Q̂ returned by solving (35). Suppose that
Assumption A1 holds. For any δ > 0, we then have∥∥∥Q̂−Qπ

∥∥∥2
2,µ
≤ inf

Q∈F
∥Q−Qπ∥22,µ + 8Q2

max

√
2[ln(6|F|) + 2 ln(1/δ)]

n
,

with probability at least 1− δ.

Approximation Error

Estimation Error
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Approximate Value Iteration

The iteration of (6),

Qk+1 ← argmin
Q∈F

∥Q− TQk∥22,µ =

∫
|Q(x, a)− (TQk)(x, a)|2 dµ(x, a),

(36)

cannot be computed as

µ is not known

TQk cannot be computed as P is not available under the batch RL
setting (33).

We can use samples though, similar to how we converted the
population-level loss function (34) to the empirical one (35).
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Approximate Value Iteration

If we are only given tuples in the form of (X,A,R,X ′), we cannot
compute

(T πQ)(X,A) = r(X,A) + γ

∫
P(dx′|X,A)Q(x′, π(x′)),

or similar for (T ∗Q)(X,A).
We can, however, form an unbiased estimate of them.
We use the empirical Bellman operator applied to Q:

(T̂ πQ)(X,A) = R+ γQ(X ′, π(X ′)),

(T̂ ∗Q)(X,A) = R+ γmax
a′∈A

Q(X ′, a′).

For any integrable Q, they satisfy

E
[
(T̂Q)(X,A)|X,A

]
= (TQ)(X,A).
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Approximate Value Iteration

Replacing TQk with T̂Qk does not change the optimizer.
Given any independent Z = (X,A), we have

E
[∣∣∣Q(Z)− (T̂Qk)(Z)

∣∣∣2 | Z] =
E
[∣∣∣Q(Z)− (TQk)(Z) + (TQk)(Z)− (T̂Qk)(Z)

∣∣∣2 | Z] =
E
[
|Q(Z)− (TQk)(Z)|2 | Z

]
+

E
[∣∣∣(TQk)(Z)− (T̂Qk)(Z)

∣∣∣2 | Z]+
2E
[
(Q(Z)− (TQk)(Z))

(
(TQk)(Z)− (T̂Qk)(Z)

)
| Z
]
.

As E
[
(T̂Qk)(Z) | Z

]
= TQk(Z), the last term is zero.
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Approximate Value Iteration

Conditioned on Z, the function Q(Z)− (TQk)(Z) is not random, so

E
[
|Q(Z)− (TQk)(Z)|2 | Z

]
= |Q(Z)− (TQk)(Z)|2.

Therefore, we get that

E
[∣∣∣Q(Z)− (T̂Qk)(Z)

∣∣∣2 | Z] =
|Q(Z)− (TQk)(Z)|2 + E

[∣∣∣(TQk)(Z)− (T̂Qk)(Z)
∣∣∣2 | Z] =

|Q(Z)− (TQk)(Z)|2 +Var
[
(T̂Qk)(Z) | Z

]
.
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Approximate Value Iteration

Taking expectation over Z ∼ µ, we have that

E
[∣∣∣Q(Z)− (T̂Qk)(Z)

∣∣∣2] =
E
[
E
[∣∣∣Q(Z)− (T̂Qk)(Z)

∣∣∣2 | Z]] =
E
[
|Q(Z)− (TQk)(Z)|2

]
+ E

[
Var

[
(T̂Qk)(Z) | Z

]]
.

The term E
[
|Q(Z)− (TQk)(Z)|2

]
is ∥Q− TQk∥22,µ.
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Approximate Value Iteration

argmin
Q∈F

E
[∣∣∣Q(Z)− (T̂Qk)(Z)

∣∣∣2] =
argmin
Q∈F

{
∥Q− TQk∥22,µ + E

[
Var

[
(T̂Qk)(Z) | Z

]]}
=

argmin
Q∈F

∥Q− TQk∥22,µ ,

Instead of (36), we can minimize E
[∣∣∣Q(Z)− (T̂Qk)(Z)

∣∣∣2].
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Approximate Value Iteration

We do not have µ though.
We can use samples and form the empirical loss function. The result is the
following ERM problem:

Q̂k+1 ← argmin
Q∈F

1

n

n∑
i=1

∣∣∣Q(Xi, Ai)− (T̂Qk)(Xi, Ai)
∣∣∣2 = ∥∥∥Q− T̂Qk

∥∥∥2
2,Dn

.
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Approximate Value Iteration

This is the AVI procedure, also known as the Fitted Value Iteration (FVI)
or Fitted Q Iteration (FQI) algorithm.
This is the basis of the Deep Q-Network (DQN) algorithm, where one uses
a DNN to represent the value function space.
We can add regularizer to avoid overfitting. It is called Regularized Fitted
Q Iteration (RFQI) algorithm.
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Bellman Residual Minimization

Q← argmin
Q∈F

∥Q− T πQ∥22,µ , (37)

Empirical version:

Q← argmin
Q∈F

1

n

n∑
i=1

∣∣∣Q(Xi, Ai)− (T̂ πQ)(Xi, Ai)
∣∣∣2 = ∥∥∥Q− T̂ πQ

∥∥∥2
2,Dn

.

Using Dn = {(Xi, Ai, Ri, X
′
i)}ni=1 to convert

integration w.r.t. µ to an integration w.r.t. µn

substitute T πQ to its empirical version T̂ πQ.

116 / 155



Batch RL Methods Bellman Residual Minimization

Bellman Residual Minimization

Q← argmin
Q∈F

1

n

n∑
i=1

∣∣∣Q(Xi, Ai)− (T̂ πQ)(Xi, Ai)
∣∣∣2 = ∥∥∥Q− T̂ πQ

∥∥∥2
2,Dn

.

Q appears in both terms inside the norm.

As opposed to only the first term in AVI/FQI.

This causes an issue: the minimizers of ∥Q− T πQ∥22,µ and

∥Q− T̂ πQ∥22,µ are not necessarily the same for stochastic dynamics.
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Bellman Residual Minimization

To see this, we compute E
[
|Q(Z)− (T̂ πQ)(Z)|2 | Z

]
for any Q and

Z = (X,A):

E
[∣∣∣Q(Z)− (T̂ πQ)(Z)

∣∣∣2 | Z] =
E
[∣∣∣Q(Z)− (T πQ)(Z) + (T πQ)(Z)− (T̂ πQ)(Z)

∣∣∣2 | Z] =
E
[
|Q(Z)− (T πQ)(Z)|2 | Z

]
+

E
[∣∣∣(T πQ)(Z)− (T̂ πQ)(Z)

∣∣∣2 | Z]+
2E
[
(Q(Z)− (T πQ)(Z))

(
(T πQ)(Z)− (T̂ πQ)(Z)

)
| Z
]
.
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Bellman Residual Minimization

The inner product term is zero:

(Q(Z)− (T πQ)(Z))
(
(T πQ)(Z)− E

[
(T̂ πQ)(Z) | Z

])
=

(Q(Z)− (T πQ)(Z)) ((T πQ)(Z)− (T πQ)(Z)) = 0.

Given Z, there is no randomness in |Q(Z)− (T πQ)(Z)|2:

E
[
|Q(Z)− (T πQ)(Z)|2 | Z

]
= |Q(Z)− (T πQ)(Z)|2 .

Therefore,

E
[∣∣∣Q(Z)− (T̂ πQ)(Z)

∣∣∣2 | Z] =
|Q(Z)− (T πQ)(Z)|2 +Var

[
(T̂ πQ)(Z) | Z

]
.
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Bellman Residual Minimization

argmin
Q∈F

E
[∣∣∣Q(Z)− (T̂Q)(Z)

∣∣∣2] = (38)

argmin
Q∈F

{
∥Q− TQ∥22,µ + E

[
Var

[
(T̂Q)(Z) | Z

]]}
̸=

argmin
Q∈F

∥Q− TQ∥22,µ .

For stochastic dynamical systems, the variance term is non-zero, in
general.

For deterministic ones, it is zero.

By replacing T πQ with T̂ πQ in BRM in stochastic dynamics, we
obtain a solution that may not be the same as minimizer of the
Bellman error within the function space F .
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Bellman Residual Minimization

Let us take a closer look at the variance term.
For simplicity, assume that the reward is deterministic, so Ri = r(Xi, Ai).

Var
[
(T̂πQ)(Z) | Z

]
=

E

[∣∣∣∣(r(Z) + γQ(X ′, π(X ′)))−
(
r(Z) + γ

∫
P(dx′|Z)Q(x′, π(x′))

)∣∣∣∣2 | Z
]
=

γ2E

[∣∣∣∣Q(X ′, π(X ′))−
∫
P(dx′|Z)Q(x′, π(x′))

∣∣∣∣2 | Z
]
.
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Bellman Residual Minimization

Var
[
(T̂πQ)(Z) | Z

]
= γ2E

[∣∣∣∣Q(X ′, π(X ′))−
∫
P(dx′|Z)Q(x′, π(x′))

∣∣∣∣2 | Z
]
.

This is the variance of Q at the next-state X ′.
Having this variance term in optimization (38) encourages finding Q
that has small next-state variance.
▶ If Q is constant, this term would be zero.
▶ If Q is varying slowly as a function of state x (i.e., a smooth function)

and the next-state distribution is localized (so not multi-modal with
vastly far modes), it is going to be small.

This induced smoothness is not desirable because it is not a
smoothness that is natural to the problem, but imposed by the biased
objective.

Moreover, it is not controllable in the sense that we can change its
amount by a hyperparameter.
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Least Squares Temporal Difference Learning

Starting from the PBE, we got several approaches to approximate V π.
One of them was based on solving V = (ΠF ,µT

πV ) (21) with V being a
linear FA with VN = ΦN×pwp.
We showed that the solution to this equation is

wTD = A−1
p×pbp×1

with

A = Φ⊤M(Φ− γPπΦ),

b = Φ⊤Mrπ.

We need to use data Dn in order to estimate these.
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Least Squares Temporal Difference Learning

Expand A and b in terms of summation.
As M is a diagonal matrix, we have

Aij =
[
Φ⊤M(Φ− γPπΦ)

]
ij
=

N∑
m=1

Φ⊤
imµ(m) (Φ− γPπΦ)mj ,

bi =

N∑
m=1

Φ⊤
imµ(m)rπm

Or expanded more explicitly in terms of state x and next-state x′,

A =
∑
x∈X

µ(x)ϕ(x)

(
ϕ(x)− γ

∑
x′∈X

Pπ(x′|x)ϕ(x′)
)⊤

,

b =
∑
x∈X

µ(x)ϕ(x)rπ(x).
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Least Squares Temporal Difference Learning

Given Dn = {(Xi, Ri, X
′
i)}ni=1 with Xi ∼ µ ∈M(X ), and X ′

i ∼ Pπ(·|Xi)
and Ri ∼ Rπ(·|Xi), we define the empirical estimates Ân and b̂n as

Ân =
1

n

n∑
i=1

ϕ(Xi)
(
ϕ(Xi)− γϕ(X ′

i)
)⊤

,

b̂n =
1

n

n∑
i=1

ϕ(Xi)Ri.

These are unbiased estimates of A and b (Exercise: Prove it!)

If Xis are independent (or from a Markov chain with some regularity
conditions), by the LLN, they converge to A and b.
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Least Squares Temporal Difference Learning

We may use LSTD to estimate the action-value function Qπ too.
See the Foundations of RL book [Farahmand, 2025] for details.
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Least Squares Policy Iteration (LSPI)

Approximate 
Policy 

Evaluation
Policy 

Improvement

Q̂⇡[⇡ Q⇡]
<latexit sha1_base64="ewG7b8k65uu8tR801/a7FicJf38=">AAACJnicdVDLSitBFOzxdTW+oq7ETWMQXIUZEXQp141LA0aFzBjOdDqmsV90n7ncMAS/RnClf+JOxJ1f4dpOzEIjFjQUVac4pyu3UniM49doanpmdu7P/EJlcWl5ZbW6tn7uTeEYbzIjjbvMwXMpNG+iQMkvreOgcskv8pvjoX/xjzsvjD7DvuWZgmstuoIBBqld3UwbPcCr1AraoilY68x/mjasyNrVWlyPR6A/STImNTLGabv6nnYMKxTXyCR430pii1kJDgWTfFBJC88tsBu45q1ANSjus3L0hQHdCUqHdo0LTyMdqV8TJSjv+yoPkwqw5ye9ofibhz01sR27h1kptC2Qa/a5vFtIioYOO6Id4ThD2Q8EmBPhfsp64IBhaLKSjoLlsVEKdMcPQlHJZC0/yflePYnrSWO/dvR3XNk82SLbZJck5IAckRNySpqEkVtyRx7IY3QfPUXP0cvn6FQ0zmyQb4jePgCqCKZF</latexit><latexit sha1_base64="ewG7b8k65uu8tR801/a7FicJf38=">AAACJnicdVDLSitBFOzxdTW+oq7ETWMQXIUZEXQp141LA0aFzBjOdDqmsV90n7ncMAS/RnClf+JOxJ1f4dpOzEIjFjQUVac4pyu3UniM49doanpmdu7P/EJlcWl5ZbW6tn7uTeEYbzIjjbvMwXMpNG+iQMkvreOgcskv8pvjoX/xjzsvjD7DvuWZgmstuoIBBqld3UwbPcCr1AraoilY68x/mjasyNrVWlyPR6A/STImNTLGabv6nnYMKxTXyCR430pii1kJDgWTfFBJC88tsBu45q1ANSjus3L0hQHdCUqHdo0LTyMdqV8TJSjv+yoPkwqw5ye9ofibhz01sR27h1kptC2Qa/a5vFtIioYOO6Id4ThD2Q8EmBPhfsp64IBhaLKSjoLlsVEKdMcPQlHJZC0/yflePYnrSWO/dvR3XNk82SLbZJck5IAckRNySpqEkVtyRx7IY3QfPUXP0cvn6FQ0zmyQb4jePgCqCKZF</latexit><latexit sha1_base64="ewG7b8k65uu8tR801/a7FicJf38=">AAACJnicdVDLSitBFOzxdTW+oq7ETWMQXIUZEXQp141LA0aFzBjOdDqmsV90n7ncMAS/RnClf+JOxJ1f4dpOzEIjFjQUVac4pyu3UniM49doanpmdu7P/EJlcWl5ZbW6tn7uTeEYbzIjjbvMwXMpNG+iQMkvreOgcskv8pvjoX/xjzsvjD7DvuWZgmstuoIBBqld3UwbPcCr1AraoilY68x/mjasyNrVWlyPR6A/STImNTLGabv6nnYMKxTXyCR430pii1kJDgWTfFBJC88tsBu45q1ANSjus3L0hQHdCUqHdo0LTyMdqV8TJSjv+yoPkwqw5ye9ofibhz01sR27h1kptC2Qa/a5vFtIioYOO6Id4ThD2Q8EmBPhfsp64IBhaLKSjoLlsVEKdMcPQlHJZC0/yflePYnrSWO/dvR3XNk82SLbZJck5IAckRNySpqEkVtyRx7IY3QfPUXP0cvn6FQ0zmyQb4jePgCqCKZF</latexit><latexit sha1_base64="ewG7b8k65uu8tR801/a7FicJf38=">AAACJnicdVDLSitBFOzxdTW+oq7ETWMQXIUZEXQp141LA0aFzBjOdDqmsV90n7ncMAS/RnClf+JOxJ1f4dpOzEIjFjQUVac4pyu3UniM49doanpmdu7P/EJlcWl5ZbW6tn7uTeEYbzIjjbvMwXMpNG+iQMkvreOgcskv8pvjoX/xjzsvjD7DvuWZgmstuoIBBqld3UwbPcCr1AraoilY68x/mjasyNrVWlyPR6A/STImNTLGabv6nnYMKxTXyCR430pii1kJDgWTfFBJC88tsBu45q1ANSjus3L0hQHdCUqHdo0LTyMdqV8TJSjv+yoPkwqw5ye9ofibhz01sR27h1kptC2Qa/a5vFtIioYOO6Id4ThD2Q8EmBPhfsp64IBhaLKSjoLlsVEKdMcPQlHJZC0/yflePYnrSWO/dvR3XNk82SLbZJck5IAckRNySpqEkVtyRx7IY3QfPUXP0cvn6FQ0zmyQb4jePgCqCKZF</latexit>

We can use LSTD to define an approximate PI (API) procedure to
obtain a close to optimal policy.

This is a policy iteration algorithm that uses LSTD to evaluate a
policy.

It is approximate because of the use of a function approximation and
a finite number of data points.
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Least Squares Policy Iteration (LSPI)

Require: Dn = {(Xi, Ai, Ri, X
′
i)}ni=1 and initial policy π1.

1: for k = 1, 2, . . . ,K do
2: Q̂πk ← LSTD(Dn, πk) ▷ Policy Evaluation
3: πk+1 ← πg(Q̂

πk) ▷ Policy Improvement
4: end for
5: return Q̂πK and πK+1.
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Least Squares Policy Iteration (LSPI)

We may also collect more data during LSPI.
▶ As we obtain a new policy, we can follow it to collect new data points.

LSTD (for action-value function Q) is an off-policy algorithm because
it can evaluate a policy π that is different from the one collecting
data.

LSTD and LSPI are considered as sample efficient algorithms.

They are, however, not computationally cheap.
▶ The matrix inversion Âp×p is O(p3), if computed naively.
▶ If we want to perform it in an online fashion, as new samples arrive,

the computational cost can be high: O(np3).
▶ We may use Sherman-Morrison formula to compute Â−1

n incrementally
based on the previous inverted matrix Â−1

n−1.
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Online RL Methods
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Online RL Methods with Function Approximation

In the online setting, the agent updates the value function as it interacts
with the environment. We can use the update rules derived before (2) in
order to design a SA procedure.
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Online Method #1

We consider the weight update rule (30):

wk+1 ← (1− α)wk + α(Φ⊤DπΦ)−1Φ⊤Dπ [rπ + γPπΦwk] .

In order to convert this to a SA procedure, we need to empirically estimate

Φ⊤DπΦ

Φ⊤Dπ [rπ + γPπΦwk].
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Online Method #1

We have

(Φ⊤DπΦ)p×p =
∑
x∈X

ρπ(x)ϕ(x)ϕ⊤(x)

= E
[
ϕ(X)ϕ⊤(X)

]
, X ∼ ρπ.

If we have t data points X1, . . . Xt with Xi ∼ ρπ, the stationary
distribution of π, we can estimate it by a matrix Ât

Ât =
1

t

t∑
i=1

ϕ(Xi)ϕ
⊤(Xi).

This matrix is an unbiased estimate of (Φ⊤DπΦ), and converges to it
under usual conditions of LLN.
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Online Method #1

We also have

Φ⊤Dπ [rπ + γPπΦwk] =∑
x∈X

ρπ(x)ϕ(x)

(
rπ(x) + γ

∑
x′∈X

Pπ(x′|x)ϕ⊤(x′)wk

)
. (39)

If Xt ∼ ρπ, X ′
t ∼ Pπ(·|Xt), and Rt ∼ Rπ(·|Xt), the r.v.

ϕ(Xt)
(
Rt + γϕ⊤(X ′

t)wt

)
is an unbiased estimate of (39).
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Online Method #1

Stochastic Approximation: at each time step t, after observing Xt, Rt, X
′
t,

update the weight wt to wt+1 by

wt+1 ← (1− αt)wt + αtÂ
−1
t ϕ(Xt)

(
Rt + γϕ⊤(X ′

t)wt

)
(40)

with

Ât =
1

t

[
(t− 1)Ât−1 + ϕ(Xt)ϕ

⊤(Xt)
]

=

(
1− 1

t

)
Ât−1 +

1

t
ϕ(Xt)ϕ

⊤(Xt).
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Online Method #1

The inversion of Ât is expensive, if done naively (we need t to be large
enough for Ât to be full rank and hence invertible). Consider the
summation Ŝt =

∑t
i=1 ϕ(Xi)ϕ

⊤(Xi), so Â−1
t = tŜ−1

t . We can now use

Sherman-Morrison formula to incrementally update Ŝ−1
t :

(Ŝt)
−1 = Ŝ−1

t−1 −
Ŝ−1
t−1ϕ(Xt)ϕ

⊤(Xt)Ŝ
−1
t−1

1 + ϕ⊤(Xt)Ŝ
−1
t−1ϕ(Xt)

.

Remark (Sherman-Morrison formula)

For an invertible matrix Ad×d and vectors u, v ∈ Rd, the matrix A+ uv⊤

is invertible if and only if 1 + v⊤A−1u ̸= 0. And if it is invertible, we can
compute it as (

A+ uv⊤
)−1

= A−1 − A−1uv⊤A−1

1 + v⊤A−1u
.
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Online Method #1 – Computational Complexity

The update rule becomes

wt+1 ← (1− αt)wt + αttŜ
−1
t ϕ(Xt)

(
Rt + γϕ⊤(X ′

t)wt

)
(41)

with

(Ŝt)
−1 = Ŝ−1

t−1 −
Ŝ−1
t−1ϕ(Xt)ϕ

⊤(Xt)Ŝ
−1
t−1

1 + ϕ⊤(Xt)Ŝ
−1
t−1ϕ(Xt)

.

This requires a matrix-vector multiplication and is O(p2).

The per-sample computational cost of (40) (and (41)) is then O(p2).

This is significantly higher than the O(1) computational cost of the
TD update for a problem with finite state-action spaces for which the
value function can be represented exactly in a lookup table.
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Online Method #1 – Computational Complexity

This comparison may not be completely fair:
▶ The computational cost of evaluating V (x) at any x for a finite state

problem with an exact representation was O(1) itself.
▶ The computational cost of evaluating the value function with a linear

FA with p features (i.e., V (x;w) = ϕ⊤(x)w) is O(p).

A better baseline is to compare the cost of update per time step with
the cost of computation of V for a single state:

cost of update per sample

cost of computing the value of a single state
.

For TD with a finite state(-action) space with the exact
representation, the ratio is O(1).

For the method (40), the ratio is O(p).

More graceful dependence on p, but still scales linearly with the
number of features.
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Online Method #2: TD Learning

We can have a better computational cost using the other update rule (32).
The population version:

wk+1 ← wk + αΦ⊤Dπ [rπ + γPπΦwk − Φwk] .
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Online Method #2: TD Learning

wk+1 ← wk + αΦ⊤Dπ [rπ + γPπΦwk − Φwk] .

If Xt ∼ ρπ, X ′
t ∼ Pπ(·|Xt), and Rt ∼ Rπ(·|Xt), we use the r.v.

ϕ(Xt)
(
Rt + γϕ⊤(X ′

t)wt − ϕ⊤(Xt)wt

)
= ϕ(Xt)δt,

with the TD error

δt = Rt + γϕ⊤(X ′
t)wt − ϕ⊤(Xt)wt.

This is an unbiased estimate of Φ⊤Dπ [rπ + γPπΦwk − Φwk].
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Online Method #2: TD Learning

The SA update rule would be

wt+1 ← wt + αtϕ(Xt)δt. (42)

This is the TD Learning with linear FA.
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Online Method #2: TD Learning

The population version of this update rule under X ∼ ρπ converges
(see FRL).

We do not show it for the SA version, but we might suspect that it
does because it follows a noise contaminated version of a
stable/convergent dynamical system.

With proper choice of the step size sequence (αt), we can expect
convergence.

This is indeed true, as shown by Tsitsiklis and Van Roy [1997].

This convergence holds when Xt ∼ ρπ, the stationary distribution of
π.

If its distribution is not the same, the TD with linear FA might
diverge.

This is in contrast with the TD for finite state problems where the
conditions of convergence were much easier and we did not have
divergence.
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Online Method #2: TD Learning

The same method works for learning an action-value function Qπ of policy
π using an approximation

Q(x, a) = Q(x, a;w) = ϕ(x, a)⊤w.

For Xt ∼ ρπ, At = π(Xt), X
′
t ∼ P(·|Xt, At), and Rt ∼ R(·|Xt, At), we

can update the weights as

wt+1 ← wt + αtϕ(Xt, At)δt, (43)

with the TD error

δt = Rt + γϕ(X ′
t, π(X

′
t))

⊤wt − ϕ(Xt, At)
⊤wt. (44)
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Online Method #2: TD Learning

We may use a similar procedure for the control problem and define
SARSA-like and Q-Learning-like algorithms with linear FA.

For SARSA, the update uses the tuple (Xt, At, Rt, X
′
t, A

′
t) with

At ∼ π(·|Xt) and A′
t ∼ π(·|X ′

t), and π being a policy that is close to
being greedy w.r.t. Qt, e.g., an ε-greedy policy πε(Qt).

The update would be the same with the difference that the TD error
would be

δt = Rt + γϕ(X ′
t, A

′
t)
⊤wt − ϕ(Xt, At)

⊤wt.
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Online Method #2: TD Learning

We may also form a Q-Learning-like algorithm by having

δt = Rt + γmax
a′∈A

ϕ(X ′
t, a

′)⊤wt − ϕ(Xt, At)
⊤wt

Even though the agent may be following a policy π and have samples
Xt ∼ ρπ and At ∼ π(·|Xt) (or similar for the deterministic policy),
the policy being evaluated is the greedy policy πg(·;Qt).

The evaluated policy may not be the same as π.

This is an off-policy sampling scenario.

The convergence guarantee for TD with linear FA, shown by Tsitsiklis
and Van Roy [1997], does not hold here.

In fact, Q-Learning with linear FA might diverge.
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Semi-Gradient Viewpoint

We motivated the TD method with linear FA by starting from
V = ΠF ,ρπT

πV with V = Φw, and devised an iterative SA procedure
for its computation.

One may also see it as an SGD-like procedure, with some
modifications, as we explain here.

It is the approach followed by Sutton and Barto [2018].
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Semi-Gradient Viewpoint

Suppose that we know the true value function V π, and we want to find an
approximation V̂ , parameterized by w. The population loss is

V̂ ← argmin
V ∈F

1

2
∥V π − V ∥22,µ . (45)

When V̂ is parameterized by w, the optimization problem can be written as

ŵ ← argmin
w

1

2

∥∥∥V π − V̂ (w)
∥∥∥2
2,µ

. (46)
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Semi-Gradient Viewpoint

Using samples Xt ∼ µ, we can define an SGD procedure that updates wt

as follows:

wt+1 ←wt − αt∇w

[
1

2

∣∣∣V π(Xt)− V̂ (Xt;wt)
∣∣∣2]

=wt + αt

(
V π(Xt)− V̂ (Xt;wt)

)
∇wV̂ (Xt;wt).

If the step size αt is selected properly and some other conditions are
satisfied, the SGD converges to the stationary point of the objective
of (45).
If we use a linear FA to represent V̂ , the objective would be convex, so wt

converges to the global minimum of the objective.
V π(Xt) acts as the target, in the supervised learning sense.
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Semi-Gradient Viewpoint

When we do not know V π, we may use a bootstrapped estimate instead:

(T̂ πVt)(Xt) = Rt + γVt(X
′
t) = Rt + γV̂ (X ′

t;wt).

With this substitution, the update rule would be

wt+1 ← wt + αt

(
Rt + γV̂ (X ′

t;wt)− V̂ (Xt;wt)
)
∇wV̂ (Xt;wt).
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Semi-Gradient Viewpoint

For linear FA, we have V̂ (x;w) = ϕ⊤(x)w, and we get the update rule

wt+1 ←wt + αt

(
Rt + γV̂ (X ′

t;wt)− V̂ (Xt;wt)
)
ϕ(Xt)

=wt + αtδtϕ(Xt).

This is the same update rule that we had before for TD with linear
FA (42).

Remark

The substitution of V π(Xt) with (T̂ πVt)(Xt) does not follow from the
SGD of any loss function.
The TD update is not a true Stochastic Gradient Descent (SGD) update.
We call it a semi-gradient update.
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Semi-Gradient Viewpoint

One may wonder why we do not perform SGD on

1

2

∣∣∣V̂ (Xt;wt)− (T̂ πV̂ (wt))(Xt)
∣∣∣2

Certainly, we can write

wt+1 ← wt − αt∇w

[
1

2

∣∣∣V̂ (Xt;wt)− (T̂πV̂ (wt))(Xt)
∣∣∣2]

=wt − αt

(
V̂ (Xt;wt)− (T̂πV̂ (wt))(Xt)

)(
∇wV̂ (Xt;wt)−∇w(T̂

πV̂ (wt))(Xt)
)

=wt − αt

(
V̂ (Xt;wt)− (T̂πV̂ (wt))(Xt)

)(
∇wV̂ (Xt;wt)− γ∇wV̂ (X ′

t;wt)
)
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Semi-Gradient Viewpoint

With linear FA, this becomes

wt+1 ←wt − αt

(
ϕ(Xt)

⊤wt − (Rt + γϕ(X ′
t)
⊤wt

) (
ϕ(Xt)− γϕ(X ′

t)
)

=wt + αtδt ·
(
ϕ(Xt)− γϕ(X ′

t)
)

with δt = Rt + γmaxa′∈A ϕ(X ′
t, a

′)⊤wt − ϕ(Xt, At)
⊤wt (44).

This is similar to the TD update, with the difference that instead of
ϕ(Xt), we have ϕ(Xt)− γϕ(X ′

t).

The issue, however, is that this empirical loss function
1
2 |V̂ (Xt;wt)− (T̂ πV̂ (wt))(Xt)|2 is biased, as explained in Section 3.

Minimizing it does not lead to the minimizer of the Bellman error.
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Gradient Temporal Difference Learning

We can also define an online algorithm to minimize MSPBE:

V ← argmin
V ∈F

∥V −ΠF ,µT
πV ∥22,µ .
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Summary

Function approximation is needed for large problems

Several approaches for approximating the value function
▶ Direct estimate of V π

▶ Bellman Error
▶ Projected Bellman Error

Batch RL methods
▶ AVI/FQI
▶ LSTD

Online RL methods
▶ TD Learning with linear FA
▶ TD-like update

Next: Policy Search methods
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